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a b s t r a c t

In the mobile facility location problem (MFLP), one seeks to relocate (or move) a set of existing facilities
and assign clients to these facilities so that the sum of facility movement costs and the client travel costs
(each to its assigned facility) is minimized. This paper studies formulations and develops local search
heuristics for the MFLP. First, we develop an integer programming (IP) formulation for the MFLP by
observing that for a given set of facility destinations the problem may be decomposed into two
polynomially solvable subproblems. This IP formulation is quite compact in terms of the number of
nonzero coefficients in the constraint matrix and the number of integer variables; and allows for the
solution of large-scale MFLP instances. Using the decomposition observation, we propose two local
search neighborhoods for the MFLP. We report on extensive computational tests of the new IP
formulation and local search heuristics on a large range of instances. These tests demonstrate that the
proposed formulation and local search heuristics significantly outperform the existing formulation and a
previously developed local search heuristic for the problem.

& 2014 Elsevier Ltd. All rights reserved.

1. Introduction

Mobile facilities appear in many application domains. In this
paper we study the mobile facility location problem (MFLP) which
was originally proposed by Demaine et al. [1]. The MFLP is set in a
graph where clients and facilities are initially located at vertices.
Destination vertices must be determined for each client and
facility so that each client shares its destination with at least one
facility. The objective is to minimize the total weighted sum of the
distances traveled by clients and facilities.

One application of the MFLP arises in the establishment of
distribution centers/points in response to a disaster (although our
example is in disaster relief logistics, it should be clear that the
problem arises in other supply chain/logistics settings). Suppose a
relief agency has supplies stored at warehouses and must deter-
mine a distribution point for each warehouse, and from those
distribution points send supplies to aid stations. The relief agency
incurs a cost of shipping supplies from a warehouse to a distribu-
tion point. This is simply the per unit cost of shipping from the
warehouse to the distribution point times the amount of supplies
shipped. Additionally, the relief agency incurs a cost for distributing
supplies from a distribution point to an aid station. Similarly, this is

the per unit cost of shipping from the distribution point to the aid
station times the amount of supplies shipped. The objective is to
distribute the supplies at minimum cost.

In this paper, we show that given a set of vertices that are to be
the facility destinations, the MFLP can be decomposed into two
polynomially solvable subproblems of determining a specific desti-
nation in this set for each client and each facility. We call these two
subproblems the client assignment subproblem and the facility
assignment subproblem. Using this observation, we present a novel
integer programming (IP) formulation for the MFLP with signifi-
cantly fewer nonzero constraint coefficients and integer variables
than an earlier (and perhaps more natural) formulation in the
literature by Friggstad and Salavatipour [2]. This new formulation
uses less memory, which allows us to solve large-scale instances to
optimality. We describe a new framework for the MFLP with a more
general cost structure that enables the p-median and uncapacitated
facility location problems to be viewed as special cases of the MFLP.
In fact this new framework easily accommodates the red–blue
median problem [3] and a particular version of the matroid median
problem [4,5], and they can be viewed as special cases of the MFLP
in this new framework.

Using the problem decomposition observation, we introduce
two very effective local search heuristics for the MFLP, which we
call n-OptSwap and n-SmartSwap. These local search heuristics
have the property that they always terminate at solutions where
the client and facility assignment subproblems are solved opti-
mally, and reduce to well-known local search heuristics for the
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p-median and uncapacitated facility location problems with bounded
locality gaps (we use the term locality gaps to refer to the approx-
imation ratio of a local search heuristic). The local search heuristics
n-OptSwap and n-SmartSwap significantly improve upon a previ-
ously introduced local search heuristic (that we refer to as n-Swap)
that does not have this property and is known to have an arbitrarily
large locality gap. We test our local search heuristics and the new IP
formulations on a variety of instances. Our results demonstrate that
our local search heuristics produce high-quality solutions for a large
variety of test problems. In addition, our tests demonstrate that the
new IP formulation allows for the solution of large-scale instances
that could not be solved with the previous IP model. We recently
learned that (subsequent to our work) Ahmadian et al. [6] analyzed
the local search heuristic n-OptSwap (that we propose) and show
that it has an asymptotic approximation ratio of 3, when n is
large (to be specific the worst case ratio of n-OptSwap is shown
to be 3þOð

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
log log n=log n

p
Þ). Interestingly, when n¼1 they show

that OptSwap has an approximation ratio of 499. Our computa-
tional results on the other hand indicate that the performance of
1-SmartSwap and 1-OptSwap is quite robust, obtaining near-optimal
solutions very rapidly.

The remainder of this paper proceeds as follows. Section 2
formally introduces the MFLP, including previous results, our
decomposition of the MFLP, and two distinct IP formulations. It
also describes a way to model the MFLP that allows the p-median
and uncapacitated facility location problems to be viewed as
special cases of the MFLP. Interestingly, some other generalizations
of the p-median problem like the red–blue median problem and
one version of the matroid median problem fit within this frame-
work/model for the MFLP. Section 3 describes two new local
search heuristics, n-SmartSwap and n-OptSwap, that take advan-
tage of the MFLP decomposition. Section 4 presents computational
experiments with these heuristics and IP formulations on a wide
variety of data sets. Finally, Section 5 provides concluding remarks.

2. Problem description

The MFLP is set on a graph GðV ; EÞ where V denotes the set of
vertices and E denotes the set of edges, and all edge costs are
positive. There are clients at a subset CDV of vertices in the graph.
Each client i has a positive weight ui, representing the per unit
distance cost of satisfying the client's demand. There are also p
facilities initially positioned at a subset FDV of vertices. Each
facility j has a positive weight wj, which represents the per unit
distance cost of relocating mobile facility j. A feasible solution to
the MFLP is a selection of a destination vertex v(j) for each facility j
and a destination vertex v(i) for each client i so that the destina-
tion of each client is also the destination of at least one facility (i.e.,
for each i, vðiÞ ¼ vðjÞ for some j). Clients or facilities may stay put
(i.e., have their destination equal to their origin) provided the
previous condition is satisfied. Clients and facilities are also
permitted to start at the same vertex. The objective is to minimize
the sum of the weighted distances traveled by facilities and clients.
Here, the cost of moving a client or facility is proportional to the
distance traveled. When this is not the case, we will describe a
generalization of the statement of the MFLP and the graph that
allows us to model this.

Without loss of generality, two clients beginning at the same
vertex can be assumed to have the same destination vertex. If not,
both clients could be reassigned to the closer of their two
destinations (or in the case of a tie the same one) without
increasing the cost of the solution. Therefore, multiple clients
beginning at the same vertex may be aggregated into a single
client with weight equal to the sum of their individual weights.
Thus, each client may be uniquely denoted by its vertex of

origin iAC. In addition, one may assume that multiple facilities
are not initially located at the same vertex. If not, for a vertex
where multiple facilities begin, a copy of that vertex may be
created for each of those facilities. A client at that vertex is
associated with one of the copies of the vertex, no edges are
created between copies of the vertex, and the cost of an edge ði0; jÞ,
for node i0 that is a copy of node i, is set equal to the cost of edge (i,
j). Thus, a facility may be uniquely denoted by its vertex of origin
jAF . Let dvv0 be the distance of the shortest path from vertex v to
vertex v0 in the graph. Then the objective of the MFLP may be
written as

minimize ∑
jA F

wjdjvðjÞ þ ∑
iAC

uidivðiÞ: ð1Þ

2.1. Related work

The MFLP was introduced by Demaine et al. [1] as one of a class
of movement problems. In these problems, pebbles are located in
an initial configuration at the vertices of a transportation network.
The pebbles must be moved to a new target configuration to
satisfy a property P while minimizing either the total movement of
all pebbles, the maximum movement of some pebble (minimax),
or the total number of pebbles moved. Several properties P were
considered, including connectivity, directed connectivity, path
connectivity between two vertices, independence, and achieving
a perfect matching. Tight approximation and inapproximability
results were presented for some of these problems. In concluding
remarks in their paper, Demaine et al. introduced the MFLP as an
extension of these movement problems, where two types of pebbles
were placed on the graph, one for facilities and one for clients.
Further, it was assumed the weight of each client and facility was
equal to 1. It was observed that keeping facilities fixed and moving
clients to the closest facility provides a 2-approximation to the
minimax variant of MFLP when the weight of each client and facility
equals one. The approximability of the (minimum variant of the)
MFLP was left as an open problem.

Friggstad and Salavatipour [2] presented an 8-approximation
algorithm for the MFLP when travel times satisfy the triangle
inequality and the facility weight wj equals one for every facility
jAF . This approximation algorithm produces a feasible solution by
rounding the optimal solution of the linear relaxation of an IP
formulation of the MFLP. Given that local search has a constant
approximation ratio for the uncapacitated facility location problem it
is natural to think of local search as an option for a high-quality
approximation algorithm for the MFLP. Friggstad and Salavatipour [2]
seem to suggest that local search is not a good heuristic for the MFLP.
They discuss a local search heuristic for the MFLP and demonstrate
that it can have an arbitrarily large approximation ratio. By taking
advantage of the decomposability of the MFLP our paper suggests a
better way of constructing local search neighborhood than Friggstad
and Salavatipour; which ensures that our local search heuristics do
not get trapped at the bad local minima in the Friggstad and
Salavatipour instances. Ahmadian et al. [6] analyze the worst case
ratio of the heuristic n-OptSwap that is introduced in this paper and
show that it is a 3þOð

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
log log n=log n

p
Þ�approximation algorithm.

Thus for large n it is asymptotically a 3-approximation algorithm for
the MFLP.

Some location–relocation problems resemble the MFLP in the
sense that they deal with the relocation of facilities. Gendreau
et al. [7] described a system for the real-time relocation of
ambulances to maintain coverage after an ambulance responds
to a call. In this problem, the ambulances begin at locations and
must be redeployed to satisfy coverage constraints, while max-
imizing the demand that is double covered minus a penalty for
relocating ambulances. Demand points in this ambulance
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relocation problem are either double covered and add a fixed value
to the objective, or are not double covered and do not contribute
to the objective. Kolesar and Walker [8] considered the redeploy-
ment of fire companies in New York City while some companies
are responding to a call. Again, several differences exist between
the problem Kolesar and Walker considered and the MFLP. In their
problem one must relocate two different types of fire companies
and the objective is to relocate fire companies to satisfy minimum
coverage constraints. A bicriteria model for the repositioning of
response units in a probabilistic network after a change in the
state of the network was presented by Sathe and Miller-Hooks [9].
The two objectives were to maximize the demand double covered
and minimize the expected relocation costs. Nair and Miller-Hooks
[10] applied this model in determining relocation policies for
ambulances. The MFLP is significantly different in two regards.
First the location–relocation problems deal with coverage
(demand is either covered or not). Second, the objective of the
MFLP explicitly includes a cost incurred from servicing a client that
is dependent on the distance from its initial location to its assigned
destination.

The location and relocation of servers in a stochastic network to
minimize the expected travel time of clients to servers and the
expected relocation costs were studied by Berman and LeBlanc
[11] where they presented a heuristic that uses the Hungarian
algorithm to minimize relocation costs. This model was general-
ized by Berman and Rahnama [12], enabling the transition of
network states to be a Markovian process. The MFLP is distinct
from these models. These models, as well as the stochastic models
studied by [9,10] seek to determine placements of facilities for
each realization of a stochastic network. Thus, a solution to these
problems defines a policy specifying how to initially locate facil-
ities given the current network state, and how to relocate facilities
as the network transitions from one state to another. Since each of
these problems considers the objective of minimizing the expected
relocation costs, the facilities are not necessarily relocated at least
cost after the network transitions from one specific network state
to another specific state. This separates these problems from the
MFLP in two regards. Unlike these stochastic problems which seek
to determine a policy that given the network state specifies where
to locate facilities, the MFLP considers the initial locations of the
facilities as an input to the problem. Second, the MFLP seeks to
determine the least cost relocation of the facilities and movement
of the clients given their current positions.

2.2. IP formulations

We now present the IP formulation described by Friggstad and
Salavatipour [2] for the MFLP. Define a binary variable xiv for each
iAC and vAV , and a binary variable yjv for each jAF and vAV . Let
xiv ¼ 1 if the destination of client i is vertex v, and xiv ¼ 0
otherwise. Similarly, let yjv ¼ 1 if the destination of facility j is
vertex v, and yjv ¼ 0 otherwise. The MFLP can be formulated as
follows:

ðIP1Þ Minimize ∑
jA F

∑
vAV

wjdjvyjvþ ∑
iAC

∑
vAV

uidivxiv ð2Þ

subject to : ∑
vAV

xiv ¼ 1 8 iAC ð3Þ

∑
vAV

yjv ¼ 1 8 jAF ð4Þ

∑
jAF

yjvZxiv 8 iAC; vAV ð5Þ

yjv; xivAf0;1g 8 iAC; jAF; vAV : ð6Þ

The objective function (2) minimizes the total weighted move-
ment of the mobile facilities plus the total weighted movement of
the clients. Constraint (3) specifies that each client i is sent to
precisely one destination. Similarly, constraint (4) sends facility j to
a single destination vertex. Constraint (5) allows the destination of
client i to be vertex v only if vertex v is the destination of some
facility j. Constraint (6) specifies that all the variables are binary.
We note that the variables xiv can be relaxed to be non-negative
continuous variables provided that the variables yjv remain binary.

Solving the Lagrangian dual of IP1 can be used as an approach
to compute solutions to MFLP. Such Lagrangian heuristics have
been effective in solving many problems that can be formulated as
integer programs [13], including problems in locating facilities
such as the uncapacitated facility location problem [14], the
p-median problem [15], and the maximal covering location pro-
blem [16]. A Lagrangian dual for the MFLP can be formulated by
relaxing constraint (5) in IP1 to give

Minimize SPðλÞ ¼ ∑
iAC

∑
vAV

ðuidivþλivÞxivþ ∑
jA F

∑
vAV

wjdjv � ∑
iAC

λiv

 !
yjv

ð7Þ
subject to (3), (4), and (6). For fixed values of λiv, the problem can
be decomposed into polynomially solvable subproblems of assign-
ing each facility j to the vertex v minimizing wjdjv �∑iACλiv and
assigning each client i to the vertex v minimizing uidivþλiv. This
yields a feasible solution for the Lagrangian, and thus a lower
bound for the MFLP. An upper bound may then be computed by
sending the facilities to the same destination as in the feasible
solution to the Lagrangian, and then assigning each client to its
nearest facility. However, the solution to the MFLP found in this
manner may have one vertex v as the destination of multiple
facilities. If this is the case, we improve the solution by moving
only the mobile facility with destination v with the smallest
weighted distance to vertex v, and keeping the other facilities
with destination vertex v at their original location prior to assign-
ing clients to their nearest facilities. We conducted preliminary
computational experiments with this approach, solving the
Lagrangian dual using subgradient optimization. However, we
found that the Lagrangian dual converges very slowly and both
the lower and upper bound solutions it obtained for the MFLP
were of poor quality; and thus not a viable solution strategy.

It is easy to see that given the destination of each facility, each
client should be assigned to the closest facility destination (ties
may be broken arbitrarily). Since no two facilities begin at the
same vertex, it may be assumed that no two facilities will have the
same destination vertex in an optimal solution. If this were to
occur, all but one of the facilities sharing a destination could
instead be kept at their initial locations without increasing the
value of the objective function (2). Thus, an optimal solution exists
where no two facilities share the same initial or destination vertex.
Noting this, we formulate the MFLP as follows. For each vertex
vAV , define the binary variable zv. Let zv¼1 if vertex v is the
destination of some facility, and zv¼0 otherwise. The MFLP may
now be formulated as follows:

ðIP2Þ Minimize ∑
jAF

∑
vAV

wjdjvyjvþ ∑
iAC

∑
vAV

uidivxiv ð8Þ

subject to : ∑
vAV

xiv ¼ 1 8 iAC ð9Þ

∑
vAV

yjv ¼ 1 8 jAF ð10Þ

∑
jA F

yjv � zv ¼ 0 8vAV ð11Þ

xiv � zv�0 8 iAC; vAV ð12Þ
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zv; yjv; xiv; Af0;1g: 8 iAC; jAF; vAV ð13Þ
In this second formulation, IP2, the objective function (8), and

constraints (9) and (10) are unchanged. If zv¼1, constraint (11)
specifies that vertex v is the destination of precisely one facility.
Alternatively, if zv¼0, this constraint specifies that no facility may
have vertex v as its destination. Constraint (12) specifies that client
i may travel to location zv only if zv¼1. Notice that if client i travels
to vertex v in a feasible solution to IP2, then zv¼1 by constraint
(12). Consequently, by constraint (11) vertex v must also be a
destination of some facility. Constraint (13) specifies the variables
are binary. However, as we will show, the variables xiv and yjv may
be changed to be non-negative continuous variables so long as the
variables zv remain binary. Since jFj ¼ p, constraints (10) and (11)
together imply that precisely p facility destinations are selected.

While IP2 has more variables and constraints than IP1, IP2 has
fewer nonzero coefficients in the constraint matrix than IP1.
Table 1 gives the exact number of variables, binary variables,
constraints, and nonzero constraint coefficients for each IP. In
addition, the minimum number of necessary binary variables in
IP2 is less than IP1. As the computational results demonstrate in
Section 4, this enables larger instances to be solved using IP2.

Let LP1 and LP2 denote the linear relaxations of IP1 and IP2
respectively, and vLP1 and vLP2 denote their optimal objective
values. Then, we establish vLP1 ¼ vLP2.

Theorem 2.1. vLP1 ¼ vLP2

Proof. Any solution to LP2 may be translated into a feasible
solution to LP1 with an equal objective value by keeping the
values of the variables xiv and yjv fixed. We only need to show
constraint (5) is not violated. This is easily established by con-
straints (11) and (12) that show in any such solution, xiv�zv ¼
∑jA Fyjv. This establishes vLP1�vLP2.

Conversely, the values of yjv and xiv in a feasible solution to LP1
cannot always be used in a feasible solution to LP2. For example,
suppose there are three vertices, a, b, and c, and the distance
between any pair of vertices is 1. Let facilities begin at vertices a
and b, and a client begins at vertex c. One feasible solution to LP1
would be to send the two facilities and the client to vertex b,
which would set yab ¼ 1, ybb ¼ 1, xcb ¼ 1, and all other variables to
0. The value of these variables cannot be used in a feasible solution
to LP2 since constraint (11) would necessitate that zb¼2 and
contradict the requirement that zb�1 from relaxing constraint
(13).

To establish vLP2�vLP1, we will first prove that in an optimal
solution to LP1 ∑jA Fyjv�1 for each vAV . If ∑jA Fyjv41 for some v,
then by selecting a kAF with ykv40 and decreasing ykv and
increasing ykk by an amount δ� min ðykv;∑jA Fyjv � 1Þ maintains
feasibility. Indeed, such a modification does not change the value
of the summation ∑vAVyjv in constraint (4), and maintains con-
straint (5) since after the change, ∑jAFyjvZ1Zxiv. If wkdkv40,
this would decrease the value of the objective function by wkdkvδ
and contradict the assumption that we started with an optimal
solution to LP1. Therefore, if ∑jAFyjv41, then wkdkv ¼ 0 for each k
such that ykv40. Since wk40 for all kAF this implies that if
∑jA Fyjv41, then dkv ¼ 0 for each k such that ykv40. Since all edge
weights are positive, for a given vAV the only dkv equal to 0 is dvv.
In other words, if ∑jAFyjv41 then ykv ¼ 0 for kAF\v, and

only yvv40. But since 0oyvvo1, we cannot have ∑jAFyjv41,
and reach a contradiction. Thus in an optimal solution to LP1
∑jAFyjv�1 for each vAV .

To generate a feasible solution to LP2 (with the same objective
value) from the optimal solution to LP1, use the values of xiv and
the values of yjv in the optimal solution of LP1, and define
zv ¼∑jA Fyjv. By the argument above, we have that 0�zv�1 for
each vAV . Constraints (9) and (10) remain satisfied since the
values of xiv and yjv are those from the optimal solution to LP1.
Constraint (11) is immediately satisfied by this definition of zv.
Constraint (12) must be satisfied since by (5) and (11),
xiv�∑jA Fyjv ¼ zv. □

2.3. Decomposing the MFLP

Suppose we are given a subset Z � V containing p vertices, and
it is specified that each mobile facility must have as its destination
a distinct vertex in Z. In IP2, this is equivalent to fixing zv¼1 for
each vAZ and zv¼0 for each vAV \Z. With the zv variables now
fixed, IP2 decomposes into the two disjoint subproblems of
assigning each facility to a distinct vertex in Z, and assigning each
client to a vertex in Z.

The facility assignment subproblem is to find a least cost weighted
bipartite matching between the p facilities in F and the p facility
destinations in Z. In this case, yjv ¼ 0 for each jAF and vAV\Z. Fixing
these variables at zero in IP2 reduces the size of the problem. For
each vAZ, we have zv¼1, allowing Constraint (11) to be rewritten as
∑jAFyjv ¼ 1. The facility assignment subproblem can now be for-
mulated as the least cost weighted bipartite matching problem,

FAðZÞ ¼Minimize ∑
jA F

∑
vAZ

wjdjvyjv ð14Þ

subject to : ∑
vAZ

yjv ¼ 1 for each jAF ð15Þ

∑
jA F

yjv ¼ 1 for each vAZ ð16Þ

yjvZ0 for each jAF; vAZ: ð17Þ

Since the constraint matrix is totally unimodular, the integrality of
the yjv variables has been relaxed. Thus for a fixed Z, the solution to
the facility assignment subproblem may be computed in polynomial
time using one of many algorithms, such as the Hungarian algorithm
[17].

The client assignment subproblem is to choose a destination in Z
for each client that minimizes the weighted distance traveled by
clients. Constraint (12) specifies that a client may travel to a vertex
v only if zv¼1. By setting each variable xiv ¼ 0 for vAV\Z,
constraint (12) may be set aside for each vAV\Z. Thus, constraint
(12) may be rewritten as xiv�1 for each iAC, vAZ. This constraint
is redundant since xiv is a binary variable and may also be thrown
out. Thus, the client assignment subproblem may be rewritten as

CAðZÞ ¼Minimize ∑
iAC

∑
vAZ

uidivxiv

subject to : ∑
vAZ

xiv ¼ 1 for each iAC

xivZ0 for each iAC; vAZ:

ð18Þ

Table 1
A comparison of IP1 and IP2.

Formulation Number of variables Number of binary variables Number of constraints Number of nonzero entries
in constraint matrix

IP1 jV jðjCjþjFjÞ jV jjFj jV jjCjþjCjþjFj jV jjCjjFjþ2jV jjCjþjV jjFj
IP2 jV jðjCjþjFjþ1Þ jV j jV jjCjþjCjþjFjþjV j 3jV jjCjþ2jV jjFjþjV j
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Again, since the constraint matrix is totally unimodular, the
integrality of the xiv variables has been relaxed. Since no con-
straints link two different clients, this can be further decomposed
into a separate subproblem for each client, which can be solved by
sending the client to the closest location in Z. This produces a
formulaic explanation why the client assignment subproblem may
be solved by sending each client iAC to the closest vertex in Z.

Consequently, each subset of Z � V of size p can be associated
with a unique solution where both subproblems are solved
optimally. With this key insight in hand, we will focus on
developing local search heuristics that seek to find a subset Z
minimizing the sum FAðZÞþCAðZÞ. We will show that this insight
allows us to develop significantly better local search heuristics for
the MFLP problem.

2.4. A new framework for the MFLP

The MFLP was originally formulated on a graph GðV ; EÞ where
facilities are initially located at a subset of vertices F � V and
clients are initially located at a subset of vertices C � V . However,
the decomposition of the MFLP into the polynomially solvable
client and facility assignment subproblems for a given set of
facility destinations hints at a new framework for the MFLP that
allows both the p-median and uncapacitated facility location
problems to be seen as special cases of the MFLP. In addition, this
new framework permits the p-center problem [18] to be seen as a
special case of the MFLP with a minimax objective.

The new framework for the MFLP is created by separating the
initial locations of the facilities F and clients C from the vertices V,
so that the MFLP is set in a graph GðF [ V [ C;AÞ where F, V, and C
are disjoint sets of vertices. More specifically, given an instance of
the MFLP, create a new vertex for each jAF and create an edge
between each jAF and each vAV with length djv. In addition,
create a new vertex for each iAC and an edge between each iAC
and each vAV with length div. This creates a graph with three
disjoint levels of vertices: F, V, and C. Fig. 1 gives an example of the
transformation of an MFLP instance from the original framework
to our new framework. In this new framework, a feasible solution
to the MFLP is a selection of a destination vertex vðjÞAV for each
facility jAF and a destination vertex vðiÞAV for client iAC so that
the destination of each client is the destination of at least one
facility. This new framework permits a more general cost struc-
ture, where the relocation costs of clients and facilities over an
edge are not proportional to each other.

The p-median is set on a graph GðV ; EÞ with clients located at
vertices in V . The objective is to place p or fewer facilities and
assign each client to a facility to minimize the cost of serving all
clients. To realize this as a special case of the MFLP, create p
vertices in F that are each the initial location of one facility. Set
V ¼ V , and set djv ¼ 0 for each jAF and vAV . Create a vertex in C

for each client i in the p-median problem, and set div equal to the
cost in the p-median problem of serving client i from a facility at
vertex v. Set the weight of each facility and client equal to one. An
optimal solution of the MFLP in this new framework determines a
placement of p facilities in V that minimizes the cost of servicing
all clients. The p-center problem may be realized as a special case
of the MFLP in the same manner, except with a minimax objective.

The uncapacitated facility location problem is set in a graph
GðV ; EÞ with clients located at vertices in V . There is a cost hv for
opening a facility at each vertex vAV . The problem is to determine
which facilities to open and determine an assignment of clients to
open facilities that minimizes the cost of opening facilities and
serving clients. To realize this as a special case of the MFLP, create
jV j vertices in F, each with a facility of weight one. Create a vertex
iAC with weight one for each client i in the uncapacitated facility
location problem. V will consist of two disjoint sets of vertices, V1

and V2. For each vAV , create a copy of the vertex v in V1 and in V2.
Assign the length of the edge from each jAF to each vAV1 by
djv ¼ hv, and set the length of the edge from each iAC to each
vAV1 as the cost of assigning client i to a facility at vertex v in the
uncapacitated facility location problem. For each vAV2, set djv ¼ 0
for all jAF and div ¼M for each iAC, where M is a number large
enough to prevent a client from ever having a destination in V2 in
an optimal solution. (For example, set M ¼∑iAC∑vAVuidivþ
∑jAF∑vAVwjdjv.) If a facility moves from jAF to vAV1 in a feasible
solution to the MFLP (in the new framework), the cost incurred is
the same as the cost of opening a facility at vertex v in the
uncapacitated facility location problem. For each vertex without an
open facility in a solution to the uncapacitated facility location
problem, there will be a facility jAF in the MFLP that cannot have
a destination vAV1. These facilities may be given a destination in
V2 without incurring an additional cost in the solution to the MFLP.

The matroid median problem [4,5] is a generalization of the p-
median problem. In one variant, each possible facility location
belongs to one of T different types, and we are allowed to open at
most ki facilities of type i (for each i¼ 1;2;…; T). The objective is to
place ki or fewer facilities of type i and assign each client to a
facility to minimize the cost of serving all clients. To realize this as
a special case of the MFLP, we create T sets F1; F2;…; FT , with each
set Fi containing ki vertices that are each the initial location of one
facility. Thus F ¼ F1 [ F2 [ ⋯ [ FT . Create T sets V1;V2;…;VT ,
where each set Vi contains the facilities of type i (thus
V ¼ V1 [ V2 [ ⋯ [ VT ). For each jAFi and vAVi set djv ¼ 0 and
set the cost of all other edges djv between F and V toM (where M is
chosen suitably large so that these edges are never selected in an
optimal solution). Create a vertex in C for each client i in the
matroid median problem, and set div equal to the cost in the
matroid median problem of serving client i from a facility at vertex
v. Set the weight of each facility and client equal to one. Notice
when T¼2 this corresponds to the red–blue median problem [3].
Note that the matroid median problem actually has a more general
requirement that the facilities opened form an independent set
from a matroid. Our transformation described above allows for
facility opening costs to be incorporated into the objective func-
tion as in [5], and works for any matroid median problem where
the facilities selected form an independent set in a partition
matroid.

3. Local search for the MFLP

Friggstad and Salavatipour [2] described a collection of local
search operations defining a solution neighborhood and demon-
strated that a local search heuristic allowing only these operations
(which we now describe) can produce an arbitrarily large locality
gap. In each operation, the destinations of the facilities are altered,

(a) (b)

Fig. 1. An example of transforming the MFLP into the more general framework.
Panel (a) shows an instance of the MFLP on a graph GðV ; EÞ, with F¼{a} and C¼{c,d}.
Panel (b) shows the same instance in the new framework. In this new graph, F is
the lone vertex in the top row, V contains vertices a, b, c, and d in the second row,
and C contains the two vertices in the bottom row.
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and clients are reassigned to the closest facility destination to the
client's origin (i.e., by solving the client assignment subproblem).
The neighborhood of solutions is defined by any combinations of
the following two types of operations, provided that the total
number of facilities moved is less than jFj:

1. Select a subset of n facilities, j1;…; jn, and a subset of n
unoccupied destination vertices for them, v1;…; vn, respec-
tively; change the destination of facility jl to be vl for each
l¼ 1;…;n.

2. Select a subset of n facilities, j1;…; jn, and choose a permutation
π : f1;…;ng-f1;…;ng; change the destination of facility jl to
vðjπðlÞÞ for each l¼ 1;…;n.

These two operations produce a large neighborhood of solutions.
For a given n, the first operation described above alone generates
ðjFjn ÞðjV j�jFj

n Þn! solutions in the neighborhood and the second opera-
tion generates an additional ðjFjn Þn! solutions in the neighborhood.
Friggstad and Salavatipour's local search neighborhood considers
all values of k�n in the above two operations. This results in
∑n

k ¼ 1ðjFjk ÞðjV j�jFj
k Þk! solutions in the neighborhood from the first

operation and an additional ∑n
k ¼ 1ðjFjk Þk! solutions in the neighbor-

hood from the second operation. Even if we restrict the neighbor-
hood by applying only one of the two operations at a time, the
solution space is quite large.

We will refer to a local search heuristic exploring the first of the
two neighborhoods above as n-Swap local search. Later, we will
perform computational experiments with two versions of n-Swap.
These two versions differ only by the criteria used for selecting the
next solution in the neighborhood. The first version of n-Swap
iteratively searches the neighborhood and selects the first
improvement found. We name this version n-SwapFI (“FI” is short
for “First Improvement”). The second version exhaustively
searches all solutions in the neighborhood and greedily selects
the neighboring solution that produces the best improvement. We
name this version n-SwapBI (“BI” is short for “Best Improvement”).

Friggstad and Salavatipour [2] demonstrate how to construct an
MFLP instance where any local search heuristic allowing only the

above two operations may exhibit an arbitrarily large locality gap.
It is instructive to note that in the MFLP instance Friggstad and
Salavatipour construct the local search heuristic solution can be
transformed to the optimal solution by simply solving the facility
assignment subproblem optimally (in other words the local search
and optimal solution in this instance have the same set of facility
destinations). However, despite the generality of the local search
neighborhood there is no way to achieve the minimum cost
solution using a sequence of improvements consisting of just
the local search neighborhoods described by Friggstad and
Salavatipour.

3.1. n-OptSwap local search

As noted at the end of Section 2.3 each set of facility destina-
tions Z can be associated with a unique solution that can be
computed in polynomial time by solving the facility and client
assignment subproblems. This suggests how to define an
improved local search neighborhood. To do so, associate with each
subset of facility locations Z the solution where the facility and
client assignment subproblems are solved optimally. Then rather
than searching directly for the changes to the individual destina-
tions of each facility independently, define a local search neigh-
borhood by a collection of changes to the set of facility
destinations Z. In other words, rather than using a direct repre-
sentation of the solution we use an indirect solution representa-
tion that is defined by Z. Notice that in the context of this indirect
solution representation—where the client and facility assignment
subproblems associated with a subset Z of cardinality p are always
solved optimally—the second local search operator of Friggstad
and Salavatipour is irrelevant. Since the facility assignment sub-
problem associated with a subset Z of cardinality p is always
solved optimally in our indirect solution representation, it is not
necessary to consider this permutation operation where the set of
facility destinations is not changed.

We have developed a local search heuristic that explores the
neighborhood of the subset Z of facility destinations, which we call
n-OptSwap local search. In n-OptSwap, each subset of p vertices,

Fig. 2. An example of how solutions in the neighborhood explored by 2-OptSwap are generated. Panel (a) gives an initial solution where Z ¼ fa; d; eg with cost 15. Panel
(b) shows the facility assignment subproblem that is solved by 2-OptSwap when a and d in Z are replaced with b and c. Panel (c) displays the solution found after solving the
facility assignment subproblem. The cost of this solution is 12.
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Z, is associated with the solution found by optimally solving the
facility assignment subproblem and the client assignment subpro-
blem. Given a current set of facility destinations Z, each solution in
the neighborhood searched by n-OptSwap is generated by repla-
cing a subset of k facility destinations in Z with a subset of k
destinations in V\Z for 1�k�n, and then optimally solving the
facility assignment subproblem and the client assignment
subproblem.

Again, we will consider two versions of n-OptSwap that only
differ by the method they select the next solution from the
neighborhood. The first version, n-OptSwapFI, selects the first
improvement it comes across while exploring the neighborhood.
The second version, n-OptSwapBI, searches the entire neighbor-
hood and then selects the best improvement found.

Fig. 2 gives an example of how 2-OptSwap computes solutions
in the local search neighborhood. n-OptSwap has a considerably
smaller neighborhood of solutions to explore during each iteration
than n-Swap. Specifically, ∑n

k ¼ 1ðjFjk ÞðjV j�jFj
k Þ solutions are in the

neighborhood explored by n-OptSwap. However, more time must
be taken to compute each solution since the facility assignment
subproblem is solved for each feasible solution in this neighbor-
hood. Consequently, in the appendix to the paper we describe
methods for increasing the speed of n-OptSwap, including a
method for quickly solving the facility assignment subproblem
each time n-OptSwap is evaluating FAðZ0Þ for a neighbor Z0 of the
current solution Z.

3.2. n-SmartSwap local search

The computational results presented in Section 4 will show that
while n-OptSwap produces high quality solutions, the runtime of n-
OptSwap, even with the modifications to increase execution speed,
can be undesirably long. Consequently, we devised a hybrid local
search called n-SmartSwap, which combines the speed of n-Swap local
search with the capability of n-OptSwap to resolve the facility assign-
ment subproblem optimally. Again, let Z � V be the set of facility
destinations for a current feasible solution. The n-SmartSwap heuristic
searches a neighborhood of solutions defined by all swaps of the
destinations of k facilities in Z with k distinct vertices in V\Z for
1�k�n. Rather than completely resolving the facility assignment
subproblem for each such swap, for a given k�n, n-SmartSwap solves
a least cost perfect matching between the k distinct vertices in V \Z
and the k facilities whose destinations are no longer in Z after such a
swap. Fig. 3 gives an example of this operation for 2-SmartSwap.
However, n-SmartSwap has one additional step. Upon reaching a local
minimum, n-SmartSwap resolves the facility assignment subproblem.
If resolving the facility assignment subproblem improves the solution,
n-SmartSwap continues to look for improvements in the

neighborhood of the improved solution. Again, we will consider
two versions of n-SmartSwap. The first version, n-SmartSwapFI,
implements the first improvement found. The second version, n-
SmartSwapBI implements the best improvement in the
neighborhood.

There are∑n
k ¼ 1ðjFjk ÞðjV j�jFj

k Þ solutions in the neighborhood explored
by n-SmartSwap, which is the same size as the neighborhood
explored by n-OptSwap. However, the time n-SmartSwap takes to
compute each solution is significantly less than n-OptSwap when n is
small relative to jFj. Using the Hungarian algorithm, the computation
of each solution in the search neighborhood of n-SmartSwap has
runtime Oðn3Þ while the computation of each solution by n-OptSwap
has runtime OðnjFj2Þ. At the end of execution, the solution generated
by n-SmartSwap will always have the facility assignment subproblem
and the client assignment subproblem solved optimally. Conse-
quently, n-SmartSwap is able to get out of local optima for n-Swap
and considerably improve upon it.

4. Computational results

This section presents results from our extensive computational
experiments with the IP formulations and the heuristics presented
in this paper. First, we compare IP1 and IP2. These computational
experiments demonstrate that although IP1 and IP2 may often be
solved reasonably quickly for smaller problems; for larger
instances IP2 is the model of choice. Second, we present results
from our implementations of the local search heuristics discussed
in this paper. These results demonstrate that while these heuristics
are all effective at finding high quality solutions to the MFLP,
optimally resolving the facility location subproblem significantly
lowers the optimality gap of n-SmartSwap and n-OptSwap. All
computational results are obtained on an Intel Core i7-2600 CPU @
3.40 GHz and 16 GB of RAM running 64-bit Windows 7. Our
implementations were coded in Cþþ and compiled using Micro-
soft Visual Studio 2010. All IP formulations were solved using IBM
ILOG CPLEX 12.5. All reported running times are in seconds.

We present computational results on two different collections
of data sets. The first set of MFLP instances were adapted from the
40 uncapacitated p-median instances of Beasley [19], and were
obtained from the OR-Library [20]. Each of Beasley's p-median
instances provides the number of vertices in the network, the
lengths of a number of edges in the network, and the number of
facilities to be placed p. From these we constructed an MFLP
instance as follows. The length of any edge not listed is defined to
be infinity. Floyd's algorithm [21] was used to determine the
shortest path between all pairs of vertices of the network. The
MFLP instance has p facilities. The initial location of each facility is

Fig. 3. An example of how 2-SmartSwap generates solutions in the local search neighborhood is explored. Starting with the initial solution from Fig. 2(a) where Z ¼ fa; d; eg,
the pictures here display how the solution in the neighborhood is computed by replacing a and d in Z with b and c. Panel (a) displays the least cost perfect matching problem
to be solved to compute the neighborhood solution in 2-SmartSwap. This matching is between the two facilities identified and vertices b and c. Panel (b) displays the solution
found by computing this assignment. The particular member of the search neighborhood found has cost 14. 2-SmartSwap explores all solutions in the neighborhood and
selects the one with the least cost.
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a randomly chosen vertex. For each data set, a number ρ is chosen
from a uniform distribution between 0.2 and 0.8. With probability
ρ, a client is given a weight chosen from a uniform distribution
between 1 and 10, and assigned weight 1 with probability 1�ρ.
We will refer to this collection as the pmed data sets (note that we
use this terminology, but these are MFLP data sets). Most data sets
in this first collection are easily solved by CPLEX, and used to
evaluate the relative performance of the formulations IP1 and IP2,
as well as the optimality gap of the heuristics.

The second set of instances are adapted from the TSP-Lib data
sets [22]. Avella et al. [23] also previously used the TSP-Lib data
sets for studying large scale p-median problems. To adapt TSP-Lib
instances a client with weight 1 is placed at every vertex in the
network. We varied the number of facilities, and their initial
location was randomly determined. All facilities are given weight
1. The distance between any pair of vertices is given by their
Euclidean distance. These data sets are much larger, and proved
difficult to solve with CPLEX. In fact, CPLEX often took a long time
to solve the LP relaxation of many of these data sets. We will refer
to this collection as the TSP data sets. (Again, these have been
adapted for the MFLP and the term “TSP” here is used to refer to
the origin of the data set.)

Table 2 gives the number of locations, facilities, and clients, as
well as the results from solving IP1, IP2, and LP2 for each pmed

data set. All 40 instances are solved using IP1 and IP2. However,
IP1 took 3 times as long as IP2 in total for the 40 instances (the
average running time for IP1 was 914.44 s while the average
running time for IP2 was 299.82 s). The IP-LP gap was generally
small, with an average value of 0.21% and a maximum value of
1.20%. In many cases, the solution to the LP relaxation produced
integer valued variables, yielding an optimal solution to the MFLP.

Our computational results on the pmed data sets indicate the
heuristics proposed in this paper can provide effective methods for
determining low cost solutions. Table 3 gives the optimality gaps
and the runtimes of each version of the local search heuristics and
of IP2 for each pmed data set. The results show that each version
of each local search heuristic produces low-cost solutions. Not
surprisingly, for a given version of local search, 1-SmartSwap and
1-OptSwap generate equal or better solutions than 1-Swap in
every pmed instance with the exception of instance 26 where
1-SwapBI has a gap of 0.60% while 1-OptSwapBI has a gap of 1.02%.
In many cases CPLEX provides exact solutions with a comparable
runtime to the heuristics. This might suggest solving IP2 in CPLEX,
or other commercial solver, may be a viable approach for the MFLP.
However, as Table 3 indicates, there is a wide variation in the run
times of IP2 and on average it takes significantly longer than all of
the heuristics except for 1-OptSwapBI which is only 3 times faster
on average than IP2. As we will see the pmed data sets are

Table 2
Table shows the size of each pmed data set, and gives a comparison of the performance of CPLEX when solving IP1 and IP2, and the LP–IP ratio found by solving LP2. The
runtimes (RT) are displayed in seconds.

Instance Locations Facilities Clients IP1 Objective IP1 RT(s) IP2 Objective IP2 RT(s) IP-LP Gap (%) LP2 RT(s)

1 100 5 100 7231.77 1.01 7231.77 0.59 0.63 0.14
2 100 10 100 4914.03 0.23 4914.03 0.15 0.00 0.08
3 100 10 100 5792.74 0.27 5792.74 0.13 0.00 0.06
4 100 20 100 4748.11 0.42 4748.11 0.13 0.00 0.06
5 100 33 100 2170.57 0.58 2170.57 0.11 0.00 0.04
6 200 5 200 8958.09 1.83 8958.09 2.79 0.02 2.59
7 200 10 200 7241.09 1.16 7241.09 1.43 0.00 1.04
8 200 20 200 6077.76 2.01 6077.76 1.65 0.00 1.06
9 200 40 200 4348.86 2.92 4348.86 0.91 0.00 0.33

10 200 67 200 2377.40 5.04 2377.40 0.68 0.00 0.20
11 300 5 300 8444.63 10.20 8444.63 11.17 0.13 7.94
12 300 10 300 9219.27 7.19 9219.27 13.61 0.06 10.30
13 300 30 300 5487.02 10.95 5487.02 8.09 0.01 5.30
14 300 60 300 3963.37 12.08 3963.37 2.76 0.00 2.23
15 300 100 300 2642.84 12.87 2642.84 1.46 0.00 0.53
16 400 5 400 9655.15 71.11 9655.15 62.29 0.88 17.33
17 400 10 400 8300.98 139.09 8300.98 32.78 0.42 15.15
18 400 40 400 5844.42 28.21 5844.42 14.48 0.00 10.11
19 400 80 400 4229.19 31.17 4229.19 8.00 0.00 4.01
20 400 133 400 3178.70 29.53 3178.70 6.83 0.00 1.76
21 500 5 500 10,908.32 10.30 10,908.32 45.30 0.00 40.01
22 500 10 500 10,856.89 729.44 10,856.89 179.48 0.61 43.23
23 500 50 500 6756.93 39.48 6756.93 8.13 0.00 5.30
24 500 100 500 4782.64 69.05 4782.64 5.96 0.00 2.06
25 500 167 500 3033.29 70.08 3033.29 6.37 0.00 1.90
26 600 5 600 13,314.31 897.58 13,314.31 303.44 0.72 79.81
27 600 10 600 11,199.97 96.36 11,199.97 166.55 0.12 80.25
28 600 60 600 6133.26 109.79 6133.26 130.34 0.02 5.32
29 600 120 600 4756.74 86.05 4756.74 20.94 0.02 2.95
30 600 200 600 3151.90 319.08 3151.90 8.70 0.00 2.98
31 700 5 700 12,524.16 1599.41 12,524.16 495.43 0.65 170.95
32 700 10 700 10,743.65 210.69 10,743.65 302.16 0.12 179.81
33 700 70 700 6740.80 126.66 6740.80 17.21 0.00 10.67
34 700 140 700 4507.58 457.60 4507.58 48.02 0.02 5.79
35 800 5 800 12,408.12 3192.69 12408.12 1111.75 0.99 511.09
36 800 10 800 12,943.36 11,220.47 12,943.36 2801.16 1.20 525.63
37 800 80 800 6296.17 288.45 6296.17 661.46 0.02 19.48
38 900 5 900 14,810.14 5197.38 14,810.14 2431.42 1.11 1060.85
39 900 10 900 10,329.38 8373.69 10,329.38 2112.20 0.55 1065.25
40 900 90 900 7151.86 3115.48 7151.86 966.87 0.08 79.53

Avg. 914.44 299.82 0.21 99.33
Max 11,220.47 2801.16 1.20 1065.25
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somewhat easier to solve. The story is quite different with the
large-scale TSP data sets (and CPLEX takes considerable time even
solving the LP relaxation).

When comparing the performance of the two versions of the
local search heuristics, 1-SwapBI and 1-SmartSwapBI produce
solutions with a significantly lower average optimality gap than
the solutions produced by 1-SwapFI and 1-SmartSwapFI. As
expected, the runtime when selecting the best solution in the
neighborhood was longer than when selecting the first improve-
ment in the neighborhood; however, the runtimes were fairly
quick for both versions of 1-Swap and 1-SmartSwap. In particular,
the runtimes when selecting the best improvement were quite
reasonable.

In order to demonstrate the significance of our results, we applied
the Wilcoxon signed-rank test [24], a well-known nonparametric
statistical test to perform a pairwise comparison of the heuristics. In
each comparison, the null hypothesis is that the two heuristics being
compared are equivalent in performance (with the alternate hypoth-
esis that the one with the smaller optimality gap is superior).
We tested the following pairs and found: 1-SwapBI outperforms
1-SwapFI at a significance level of 0.00000128 (in other words,
we can reject the null hypothesis that the performance of 1-SwapBI
and 1-SwapFI is equivalent at a significance level of 0.00000128

and accept the alternate hypothesis that 1-SwapBI outperforms
1-SwapFI), 1-SmartSwapBI outperforms 1-SmartSwapFI at a signifi-
cance level of 0.00853028, 1-SmartSwapBI outperforms 1-SwapBI at
a significance level of 0.00000058, 1-SmartSwapFI outperforms
1-SwapFI at a significance level of 0.00000005, 1-OptSwapBI out-
performs 1-SmartSwapBI at a significance level of 0.00016070,
1-OptSwapFI outperforms 1-SmartSwapFI at a significance level of
0.00000554. We therefore rejected the null hypothesis in all of
the pairs at a significance level of 0.01. Interestingly, although
1-OptSwapFI found slightly better solutions than 1-OptSwapBI and
ran much more quickly, this difference was not significant. In
particular, 1-OptSwapFI outperforms 1-OptSwapBI at a significance
level of 0.48388711. Thus we fail to reject the null hypothesis.

When considering the variants of the heuristics using best
improvement, 1-SmartSwapBI found the optimal solution in 14 of
the 40 pmed instances, 1-OptSwapBI found the optimal solution in
15 instances, while 1-SwapBI found the optimal solution in only
3 instances. The average runtime of 1-Swap and 1-SmartSwap
are very close to each other and almost negligible compared to
IP2 runtime. On the other hand 1-SwapBI has a 0.87% gap,
1-SmartSwapBI has a 0.43% gap on average. 1-OptSwapBI is by
far the slowest of all the heuristics, and even then it is 3 times
faster than IP2 with a gap of 0.19%. These results indicate that

Table 3
Optimality gaps and runtimes of the two versions of each local search heuristic and IP2 on the pmed data sets.

Instance 1-SwapBI 1-OptSwapBI 1-SmartSwapBI 1-SwapFI 1-OptSwapFI 1-SmartSwapFI IP2

Gap (%) Runtime(s) Gap (%) Runtime(s) Gap (%) Runtime(s) Gap (%) Runtime(s) Gap (%) Runtime(s) Gap (%) Runtime(s) Runtime(s)

1 0.32 0.00 0.00 0.01 0.00 0.00 0.00 0.00 0.00 0.02 0.00 0.00 0.59
2 0.31 0.00 0.00 0.03 0.00 0.02 3.70 0.00 0.39 0.02 0.00 0.00 0.15
3 0.00 0.00 0.00 0.02 0.00 0.00 8.33 0.00 0.00 0.02 1.28 0.00 0.13
4 1.30 0.02 0.31 0.31 1.30 0.02 2.17 0.02 0.00 0.03 1.41 0.02 0.13
5 0.58 0.02 0.58 0.31 0.58 0.02 4.47 0.00 0.58 0.09 4.47 0.00 0.11
6 0.84 0.02 0.00 0.02 0.00 0.02 1.15 0.00 0.00 0.02 0.00 0.00 2.79
7 0.94 0.02 0.00 0.07 0.00 0.03 2.32 0.00 0.00 0.03 1.04 0.00 1.43
8 2.01 0.06 0.03 0.26 0.03 0.08 2.52 0.02 0.75 0.06 0.76 0.02 1.65
9 1.97 0.16 0.24 2.42 0.63 0.19 6.10 0.02 0.38 0.37 2.10 0.02 0.91

10 1.60 0.20 0.22 8.01 1.60 0.22 5.78 0.03 0.37 1.44 1.49 0.05 0.68
11 0.86 0.02 0.86 0.03 0.86 0.02 0.06 0.00 0.00 0.02 0.00 0.02 11.17
12 0.26 0.09 0.00 0.19 0.00 0.09 2.40 0.00 0.00 0.03 0.56 0.02 13.61
13 2.04 0.28 0.01 2.20 1.22 0.28 4.08 0.03 0.01 0.48 0.53 0.08 8.09
14 1.57 0.86 0.63 16.18 1.06 0.92 3.55 0.06 0.00 2.20 1.35 0.13 2.76
15 0.00 1.05 0.00 56.46 0.00 1.06 3.56 0.09 0.27 5.62 1.44 0.13 1.46
16 0.09 0.05 0.00 0.08 0.04 0.05 0.00 0.00 0.00 0.02 0.00 0.00 62.29
17 0.36 0.09 0.00 0.22 0.00 0.11 0.36 0.03 0.00 0.05 0.00 0.03 32.78
18 0.29 1.12 0.05 7.60 0.10 1.20 5.26 0.09 0.15 0.70 1.69 0.13 14.48
19 2.82 2.48 0.36 67.39 1.00 3.06 5.45 0.23 0.25 4.81 0.48 0.47 8.00
20 0.97 3.21 0.84 188.67 0.97 3.23 6.45 0.28 0.31 17.86 3.37 0.50 6.83
21 0.04 0.64 0.00 0.08 0.00 0.08 0.19 0.02 0.00 0.03 0.00 0.03 45.30
22 0.99 0.34 0.00 0.52 0.00 0.36 0.76 0.03 0.00 0.16 0.16 0.06 179.48
23 1.98 3.70 0.09 27.85 0.67 4.07 4.71 0.25 0.11 2.09 0.42 0.39 8.13
24 1.77 6.80 0.28 164.41 0.76 6.88 6.25 0.42 0.07 12.81 2.23 0.66 5.96
25 0.86 9.56 0.38 508.58 0.80 9.75 4.02 0.45 0.59 47.58 2.12 0.81 6.37
26 0.60 0.11 1.02 0.13 0.48 0.11 0.48 0.02 0.00 0.03 0.24 0.05 303.44
27 0.00 0.36 0.00 0.51 0.00 0.38 0.63 0.06 0.00 0.09 0.03 0.09 166.55
28 1.40 6.97 0.02 54.46 0.39 7.32 4.69 0.44 0.10 3.32 0.48 0.76 130.34
29 1.23 15.09 0.17 395.04 1.02 15.09 2.98 0.91 0.50 34.80 1.47 1.73 20.94
30 0.37 18.10 0.23 1156.71 0.31 19.03 5.92 0.83 0.35 103.41 3.38 1.55 8.70
31 0.02 0.13 0.02 0.14 0.02 0.13 0.33 0.05 0.00 0.05 0.00 0.06 495.43
32 0.26 0.45 0.02 0.61 0.02 0.50 0.56 0.09 0.00 0.13 0.00 0.13 302.16
33 1.44 13.04 0.10 100.14 0.75 13.29 5.17 1.37 0.26 8.81 0.37 1.76 17.21
34 0.78 25.87 0.31 618.81 0.60 25.32 5.05 1.22 0.15 49.23 1.84 2.47 48.02
35 0.01 0.20 0.00 0.23 0.00 0.23 0.05 0.08 0.00 0.08 0.00 0.09 1111.75
36 0.72 0.53 0.34 0.84 0.53 0.58 0.29 0.13 0.01 0.17 0.01 0.19 2801.16
37 1.17 20.19 0.02 156.14 0.67 22.92 4.65 1.14 0.16 11.72 0.57 1.81 661.46
38 0.01 0.34 0.00 0.38 0.00 0.39 0.34 0.06 0.28 0.08 0.28 0.11 2431.42
39 0.37 0.87 0.00 1.11 0.00 0.95 0.10 0.14 0.00 0.19 0.00 0.20 2112.20
40 1.71 37.35 0.32 323.12 0.90 40.64 4.42 1.70 0.32 17.41 0.58 2.53 966.87

Avg. 0.87 4.26 0.19 96.51 0.43 4.46 2.98 0.26 0.16 8.15 0.90 0.43 299.82
Max 2.82 37.35 1.02 1156.71 1.60 40.64 8.33 1.70 0.75 103.41 4.47 2.53 2801.16
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1-SmartSwap provides the best option of the three heuristics we
implemented when n¼1 for quickly computing high quality
solutions. In addition, the higher quality solutions produced by
1-OptSwap and 1-SmartSwap in these results highlights the
importance of optimally solving the facility location subproblem.

One interesting characteristic of the MFLP is that the nature of
the optimal solution to an MFLP instance changes as the ratio of
the client weights to facility weights changes. Consider an instance
of the MFLP set in the original framework (i.e., set on a graph
GðV ; EÞ where F and C are subsets of V). When the client weights
are small relative to the facility weights, there is less of an
incentive to relocate the facilities. In the extreme, the optimal
solution would be given by keeping each facility at its initial
location and solving the client assignment subproblem. Conver-
sely, when the client weights are very large relative to the facility
weights, the incentive is to pick facility destinations that minimize
the movement of the clients. In the extreme, the optimal solution
to the MFLP would be the same as the optimal solution to the
p-median problem on the same graph. Thus, we ask the question,
how does 1-SmartSwap (we evaluated 1-SmartSwapBI as its run
time is quite reasonable for these pmed instances) perform as the
demand parameters change?

To test this, we generated four variants from each of the pmed
data sets, which we named “Variant 1” through “Variant 4”. Each
of the four variants of an MFLP instance have the same underlying
network and p facility locations. The four variants differ by the
weight of each client. Client weights are created for each variants
by scaling the client weights in our MFLP instances that we
described earlier. In variant 1, ui is computed by scaling the client
weights to lie in ½0;0:1�. Similarly, the values of ui in variants 2, 3,
and 4 are computed by scaling the client weights to lie in ½0:1;1�,
½1;10� and ½10;100�, respectively. The vertices in the graph, the
length of the edges in the graph, the facility weights, and the
initial locations of facilities and clients in each variant are the same
in the original instance. Notice that variant 3 of an instance is
identical the original MFLP instance that we described at the start
of this section. Thus, the results above may also be considered as
results for variant 3.

Table 4 provides the optimality gap and runtime of 1-Smart-
SwapBI as well as the CPLEX runtime when solving IP2 for each
variant of each MFLP instance. The results show that 1-SmartSwapBI
performs well on a variety of client weights. 1-SmartSwapBI produces
a lower optimality gap on variants 1 and 2, when the client weights ui
lie in a lower range. However, as noted previously, lower client

Table 4
The optimality gap and runtime in seconds of 1-SmartSwapBI and the runtime in seconds of CPLEX when solving IP2 for variants 1 through 4 of the pmed data sets.

Instance Variant 1 Variant 2 Variant 3 Variant 4

Opt.
Gap (%)

1-SmartSwapBI
Runtime(s)

IP2
Runtime
(s)

Opt.
Gap (%)

1-SmartSwapBI
Runtime(s)

IP2
Runtime
(s)

Opt.
Gap (%)

1-SmartSwapBI
Runtime(s)

IP2
Runtime
(s)

Opt.
Gap (%)

1-SmartSwapBI
Runtime(s)

IP2
Runtime
(s)

1 0.00 0.00 0.05 0.00 0.00 0.45 0.00 0.00 0.59 0.00 0.00 1.55
2 0.00 0.00 0.02 0.00 0.00 0.13 0.00 0.02 0.15 0.00 0.00 0.17
3 0.00 0.00 0.07 0.00 0.00 0.14 0.00 0.00 0.13 0.00 0.00 0.16
4 0.00 0.00 0.06 0.00 0.00 0.13 1.30 0.02 0.13 0.00 0.02 0.19
5 0.00 0.00 0.06 0.00 0.00 0.09 0.58 0.02 0.11 0.58 0.03 0.19
6 0.00 0.00 0.18 0.00 0.00 4.60 0.00 0.02 2.79 0.00 0.02 3.43
7 0.00 0.00 0.27 0.00 0.02 3.01 0.00 0.03 1.43 0.00 0.02 2.56
8 0.00 0.00 0.18 0.00 0.00 0.64 0.03 0.08 1.65 0.00 0.08 2.03
9 0.00 0.00 0.34 0.00 0.02 0.50 0.63 0.19 0.91 0.00 0.25 1.09

10 0.00 0.00 0.24 0.00 0.03 0.50 1.60 0.22 0.68 0.70 0.50 1.08
11 0.00 0.02 0.28 0.00 0.02 6.16 0.86 0.02 11.17 1.24 0.02 17.13
12 0.00 0.02 8.44 0.00 0.05 11.00 0.00 0.09 13.61 0.00 0.11 11.36
13 0.00 0.02 0.30 0.00 0.06 1.47 1.22 0.28 8.09 0.09 0.41 4.74
14 0.00 0.00 0.28 0.00 0.05 1.17 1.06 0.92 2.76 0.66 1.31 3.68
15 0.00 0.02 0.36 0.00 0.03 1.29 0.00 1.06 1.46 0.67 2.03 3.84
16 0.00 0.00 7.58 0.00 0.05 37.50 0.04 0.05 62.29 0.08 0.06 49.45
17 0.00 0.02 3.32 0.00 0.08 15.73 0.00 0.11 32.78 0.00 0.11 63.24
18 0.00 0.00 0.50 0.00 0.30 2.95 0.10 1.20 14.48 0.04 1.47 50.97
19 0.00 0.03 1.08 0.00 0.23 2.54 1.00 3.06 8.00 0.31 3.87 6.94
20 0.00 0.05 1.47 0.00 0.09 2.57 0.97 3.23 6.83 0.76 7.29 6.74
21 0.00 0.02 12.57 0.00 0.08 65.10 0.00 0.08 45.30 0.00 0.08 42.65
22 0.00 0.05 11.93 1.22 0.30 99.34 0.00 0.36 179.48 0.00 0.36 187.31
23 0.00 0.05 3.53 0.00 0.86 4.74 0.67 4.07 8.13 0.25 4.73 7.13
24 0.00 0.09 3.17 0.00 0.81 4.38 0.76 6.88 5.96 0.66 12.12 6.46
25 0.00 0.05 1.33 0.00 0.20 4.42 0.80 9.75 6.37 0.63 19.67 38.63
26 1.20 0.06 79.50 0.63 0.14 273.13 0.48 0.11 303.44 1.01 0.13 312.19
27 0.00 0.11 14.62 0.00 0.30 87.13 0.00 0.38 166.55 0.00 0.34 161.93
28 0.00 0.08 3.56 0.30 1.22 7.94 0.39 7.32 130.34 0.15 8.19 11.48
29 0.00 0.16 4.29 0.00 0.94 6.74 1.02 15.09 20.94 0.27 23.93 9.13
30 0.00 0.08 1.61 0.00 0.66 7.08 0.31 19.03 8.70 0.99 38.77 10.75
31 0.00 0.06 29.08 0.00 0.14 438.00 0.02 0.13 495.43 0.05 0.14 428.47
32 0.00 0.03 8.16 0.34 0.52 708.15 0.02 0.50 302.16 0.00 0.59 340.10
33 0.00 0.42 6.60 0.00 3.40 10.91 0.75 13.29 17.21 0.04 16.74 159.28
34 0.00 0.16 3.90 0.00 1.17 10.14 0.60 25.32 48.02 0.14 49.25 14.73
35 0.00 0.06 87.69 0.03 0.19 1237.75 0.00 0.23 1111.75 0.00 0.25 1168.08
36 0.00 0.22 211.72 0.00 0.62 1675.96 0.53 0.58 2801.16 0.47 0.73 2558.55
37 0.00 0.08 2.79 0.00 2.75 15.09 0.67 22.92 661.46 0.14 23.79 359.50
38 0.00 0.17 1083.81 0.14 0.33 1981.44 0.00 0.39 2431.42 0.00 0.38 2715.86
39 0.00 0.03 7.13 0.58 0.75 1689.67 0.00 0.95 2112.20 0.00 0.97 2729.94
40 0.00 0.28 9.80 0.00 6.94 20.11 0.90 40.64 966.87 0.36 47.67 273.38

Avg. 0.03 0.06 40.30 0.08 0.58 210.99 0.43 4.46 299.82 0.26 6.66 294.15
Max 1.20 0.42 1083.81 1.22 6.94 1981.44 1.60 40.64 2801.16 1.24 49.25 2729.94
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weights provide a greater incentive to keep each facility fixed at its
initial location, and move clients longer distances. Since these local
search heuristics keep each facility fixed in the initial solution, they are
more likely to find the optimal solution in such cases. Thus, the
increase in the average optimality gap as client weights increase may
not necessarily indicate a decrease in the ability of 1-SmartSwapBI to
find high quality solutions. In particular, the average optimality gap for
variant 4, where the client weights lie in ½10;100� is less than the
average optimality gap for variant 3, where client weights lie in the
lower range, ½1;10�.

2-SmartSwap explores a larger neighborhood than 1-SmartSwap,
giving it the potential to produce higher quality solutions. While
1-SmartSwap explores a neighborhood with jFjðjV j � jFjÞ solutions,
2-SmartSwap explores a much larger neighborhood containing
jFjðjV j � jFjÞ � ð1þðjFj � 1ÞðjV j � jFj � 1Þ=4Þ solutions. In other words,
for each solution in the neighborhood explored by 1-SmartSwap, there
are ðjFj � 1ÞðjV j � jFj � 1Þ=4 additional solutions in the neighborhood

explored by 2-SmartSwap. With so many more solutions, the runtime
of 2-SmartSwap typically exceeds the runtime of 1-OptSwap and the
time CPLEX needs to solve either IP1 or IP2. Table 5 gives results from
implementing 2-SmartSwapBI and 2-SmartSwapFI on (variant 3 of)
each pmed data set. (We return to using our original pmed data sets,
which are the same as variant 3, since 1-SmartSwapBI produced the
highest average gaps on these instances.) Because each iteration of 2-
SmartSwapBI or 2-SmartSwapFI is not quick, our implementations of
2-SmartSwapBI and 2-SmartSwapFI are initialized with the solution
found with 1-SmartSwapBI and the runtime was limited to two hours.
After executing 2-SmartSwapBI for two hours, the best improvement
found during the current iteration was implemented. The facility
assignment subproblem was then resolved and local search algorithm
was terminated.

These results show that 2-SmartSwapBI and 2-SmartSwapFI
were able to find the optimal solution in two hours for only 20
and 19 of the 40 MFLP instances respectively. In 23 of the 40
instances, 2-SmartSwapBI and 2-SmartSwapFI were able to improve
the solution found by 1-SmartSwapBI. While these two algorithms
could potentially find further improvements to the solutions produced
by 1-SmartSwapBI if the runtime was not limited, there do exist

Table 5
The optimality gap and runtime of 2-SmartSwapBI and 2-SmartSwapFI on (variant
3 of) each pmed data set. In these results, 2-SmartSwapBI and 2-SmartSwapFI were
given the solution found by 1-SmartSwapBI as an initial solution. The runtime of
2-SmartSwapBI and 2-SmartSwapFI was limited to two hours (7200 s). If 2-SmartS-
wapBI or 2-SmartSwapFI could not terminate in two hours, the best solution found
so far in the current iteration was implemented and the facility assignment
subproblem was resolved one final time.

Instance Performance of 2-SmartSwapBI
after 1-SmartSwapBI

Performance of 2-SmartSwapFI
after 1-SmartSwapBI

Gap (%) Runtime(s) Iterations Gap (%) Runtime(s) Iterations

1 0.00 0.06 1 0.00 0.17 1
2 0.00 0.22 1 0.00 0.23 1
3 0.00 0.22 1 0.00 0.23 1
4 0.89 3.46 5 0.89 1.87 5
5 0.00 3.95 3 0.00 2.73 4
6 0.00 0.58 1 0.00 0.59 1
7 0.00 2.04 1 0.00 2.09 1
8 0.03 7.71 1 0.03 7.76 1
9 0.08 72.76 3 0.06 51.41 7

10 0.88 181.93 4 0.88 94.08 7
11 0.00 7.58 4 0.00 6.21 6
12 0.00 7.83 1 0.00 7.86 1
13 0.05 346.12 6 0.05 177.76 16
14 0.32 1132.95 6 0.32 395.04 11
15 0.00 357.38 1 0.00 355.57 1
16 0.00 14.84 3 0.00 5.40 3
17 0.00 19.63 1 0.00 19.53 1
18 0.09 532.71 2 0.09 311.86 2
19 0.22 7200.05 11 0.29 1704.80 15
20 0.30 7200.27 6 0.09 2453.99 16
21 0.00 10.78 1 0.00 10.81 1
22 0.00 44.21 1 0.00 43.88 1
23 0.37 5484.42 6 0.13 3787.59 14
24 0.64 7200.51 4 0.25 7200.37 20
25 0.54 7200.38 3 0.14 7200.25 17
26 0.00 42.12 2 0.00 34.65 4
27 0.00 79.67 1 0.00 76.36 1
28 0.23 7200.51 5 0.23 4581.31 6
29 0.64 7200.54 2 0.56 7200.72 9
30 0.31 7200.60 2 0.31 7200.18 2
31 0.02 33.68 1 0.02 33.40 1
32 0.00 264.17 2 0.00 134.35 2
33 0.71 7200.44 3 0.21 7200.56 22
34 0.56 7200.54 2 0.53 7200.46 4
35 0.00 50.42 1 0.00 50.81 1
36 0.00 1224.88 6 0.34 441.28 6
37 0.56 7200.44 2 0.57 7200.42 6
38 0.00 75.35 1 0.00 76.63 1
39 0.00 303.89 1 0.00 302.59 1
40 0.83 7200.72 2 0.52 7200.71 8

Avg. 0.21 2237.76 2.75 0.16 1819.41 5.70
Max 0.89 7200.72 11 0.89 7200.72 22

Table 6
The Performance of 2-OptSwapBI and 2-OptSwapFI on (variant 3 of) the pmed data
sets. The runtime of 2-OptSwapBI and 2-OptSwapFI was limited to two hours
(7200 s). If 2-OptSwapBI and 2-OptSwapFI could not terminate in two hours, the
best solution found so far in the current iteration was implemented.

Instance 2-OptSwapBI 2-OptSwapFI

Gap (%) Runtime(s) Iterations Gap (%) Runtime(s) Iterations

1 0.00 0.42 3 0.00 0.12 18
2 0.00 3.63 6 0.00 0.61 38
3 0.00 3.35 5 0.00 0.62 38
4 0.00 29.32 7 0.00 4.09 63
5 0.00 111.82 6 0.00 20.90 36
6 0.00 2.90 3 0.00 0.81 45
7 0.00 20.59 5 0.00 5.76 65
8 0.03 194.55 8 0.03 25.18 99
9 0.00 2457.33 12 0.00 243.08 108

10 0.25 7200.01 8 0.02 1758.08 91
11 0.00 11.23 4 0.00 3.03 25
12 0.02 77.35 6 0.00 13.14 61
13 0.02 3213.25 14 0.00 202.66 124
14 7.31 7200.01 3 0.00 3901.80 129
15 9.01 7200.01 0 0.22 7200.01 66
16 0.00 34.04 5 0.00 6.05 28
17 0.00 153.08 5 0.00 35.05 60
18 3.96 7200.01 6 0.06 1187.82 238
19 22.31 7200.01 0 0.11 7200.01 224
20 17.49 7200.01 0 0.38 7200.01 191
21 0.00 49.70 3 0.00 19.00 27
22 0.00 546.13 9 0.00 132.96 88
23 21.06 7200.01 1 0.04 7200.01 393
24 24.98 7200.01 0 0.09 7200.01 296
25 13.44 7200.01 0 0.26 7200.01 205
26 0.00 85.63 3 0.00 24.73 34
27 0.00 744.42 7 0.00 112.16 75
28 25.12 7200.01 0 0.02 7200.01 408
29 17.57 7200.01 0 0.27 7200.02 301
30 15.42 7200.01 0 0.28 7200.02 233
31 0.00 142.49 3 0.00 42.15 27
32 0.02 1084.66 6 0.00 174.13 98
33 27.83 7200.01 0 0.13 7200.01 443
34 18.22 7200.01 0 0.48 7200.01 375
35 0.00 216.70 3 0.00 58.70 24
36 0.34 1640.50 6 0.00 242.94 124
37 23.02 7200.01 0 0.01 7200.01 475
38 0.01 397.51 4 0.00 105.52 41
39 0.00 2035.41 5 0.01 439.14 79
40 26.14 7200.01 0 0.09 7200.01 570

Avg. 6.84 3211.40 3.90 0.06 2559.01 151.58
Max 27.83 7200.01 14 0.48 7200.02 570
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instances, such as instance 8 and 31, for which neither algorithm could
find any improvements to the solution found by 1-SmartSwapBI even
without the limitation of time. Conversely, some significant improve-
ments were found for other instances, such as when these two
algorithms produced the optimal solution to instance 5. However,
overall 2-SmartSwapBI and 2-SmartSwapFI were able to find rather
limited improvements to the solutions found by 1-SmartSwapBI while
typically requiring more time to execute than 1-OptSwapBI, even
when limiting execution time to two hours. Furthermore, the solutions
found by 1-OptSwapBI were on average comparable in quality to those
found by 2-SmartSwapBI and 2-SmartSwapFI.

2-OptSwapBI and 2-OptSwapFI also displayed unreasonably
long runtimes. Table 6 displays the runtimes of 2-OptSwapBI and
2-OptSwapFI on (variant 3 of) each pmed data set. As in 2-Smart-
SwapBI and 2-SmartSwapFI, we limit the runtime to two hours.
Due to heavy computational requirements 2-OptSwapBI has, the
algorithm could not even complete a single iteration and usually
terminated with a poor quality solution in two hours for some
instances, especially in instances where the local search neighbor-
hood is large. On the other hand, 2-OptSwapFI produces the
lowest gap of all heuristics with 0.06% and typically completes
significantly more iterations than 2-OptSwapBI since the first
improvement found is implemented. However, the runtime of 2-Opt-
SwapFI is still undesirably long, even with the 2 h limit.

We believe the results in this section demonstrate that
1-SmartSwap provides the best choice of the methods presented
in this paper for quickly computing efficient solutions to the MFLP.
While the runtime of 1-SmartSwap is very close to the runtime of
1-Swap local search, the quality of the solutions it finds is superior

to those of 1-Swap and close to that of 1-OptSwap local search. In
addition, the runtime of 1-SmartSwap (BI and FI) typically out-
performs the time CPLEX needed to solve IP1 or IP2.

So far, in order to evaluate our heuristics, we have considered
somewhat smaller instances that CPLEX is able to solve to optim-
ality in a reasonable amount of time. We now consider larger
instances where this is not the case and evaluate 1-SmartSwapBI
and 1-SmartSwapFI (since these instances are significantly larger
than the pmed instances we use 1-SmartSwapBI and 1-Smart-
SwapFI to get the benefits of solving the facility assignment
problem to optimality while saving on run time). Table 7 gives a
comparison between 1-SmartSwapBI and 1-SmartSwapFI and the
linear relaxation of IP2 (LP2) on the TSP data sets. On average,
1-SmartSwapBI and 1-SmartSwapFI produced solutions within
0.72% and 1.86% of optimal respectively (here the gaps are between
the heuristic solution and the LP lower bound). In all but two of the
data sets, 1-SmartSwapFI obtained a high-quality heuristic solution
faster than CPLEX needed to solve the linear relaxation of the
problem. The average runtime of 1-SmartSwapBI and 1-Smart-
SwapFI is 162.65 s and 12.13 s respectively, while CPLEX takes
6335.65 s on average to solve the LP relaxation of IP2!

We observe that the running time of all the heuristics depends
on jFj as it defines the size of the neighborhood. In particular the
size of the neighborhood is maximized when jFj is equal to jV j=2
(after that the size of the neighborhood decreases). This behavior
is confirmed in our computational experiments as the running
time of heuristics increases as jFj gets closer to jV j=2 in both pmed
and TSP instances. Interestingly, we notice that for CPLEX solutions
runtimes are decreasing as jFj gets closer to jV j=2, and the largest

Table 7
The Performance of 1-SmartSwapBI and 1-SmartSwapFI and the linear relaxation of IP2 on the TSP data sets.

Instances Facilities Clients LP2 1-SmartSwapBI 1-SmartSwapFI

Objective Runtime(s) Gap (%) Runtime(s) Gap (%) Runtime(s)

fl1400 10 1400 107,665.10 11,461.39 0.00 3.18 0.00 0.75
fl1400 20 1400 61,080.33 7579.35 0.00 9.16 1.64 1.47
fl1400 50 1400 37,792.39 88.05 0.55 45.82 1.72 7.69
fl1400 100 1400 26,719.07 117.22 0.53 138.01 2.75 12.00
fl1400 150 1400 23,732.03 68.00 0.53 226.05 6.68 25.54
fl1400 200 1400 18,325.38 42.98 0.40 336.29 1.77 20.30
fl1400 300 1400 14,577.01 31.09 0.48 383.09 3.86 31.61
fl1400 400 1400 13,672.46 31.15 0.20 362.23 1.78 28.14
rl1304 10 1304 2,152,545.35 44,996.56 0.24 2.18 2.46 1.17
rl1304 20 1304 1,449,858.23 21,864.98 0.77 13.73 0.50 2.12
rl1304 50 1304 8,55,172.45 21,308.37 0.30 63.02 1.00 4.29
rl1304 100 1304 5,64,253.67 112.06 0.61 125.49 2.00 10.59
rl1304 150 1304 4,45,307.26 52.07 0.89 250.05 2.50 16.88
rl1304 200 1304 3,51,965.23 28.45 0.67 270.24 1.98 17.29
rl1304 300 1304 2,54,750.02 28.25 0.66 398.27 2.18 22.84
rl1304 400 1304 1,98,140.27 28.49 0.51 373.50 3.55 29.47
rl1323 10 1323 2,127,689.56 32,353.10 0.98 3.74 0.16 1.51
rl1323 20 1323 1,460,116.02 23,730.61 0.43 10.58 0.37 1.89
rl1323 50 1323 8,91,790.55 31,017.91 1.70 50.36 0.68 5.49
rl1323 100 1323 6,09,047.20 110.00 1.54 160.52 1.15 10.53
rl1323 150 1323 4,56,271.45 43.62 1.03 270.85 3.15 14.76
rl1323 200 1323 3,84,068.61 34.30 0.98 320.11 1.58 25.44
rl1323 300 1323 279,238.20 33.35 0.67 471.06 3.49 20.87
rl1323 400 1323 214,347.63 34.29 0.49 361.16 1.86 25.76
u1060 10 1060 1,276,806.01 3812.65 0.73 2.01 1.01 0.42
u1060 20 1060 862,225.64 1866.15 1.63 5.52 1.70 1.26
u1060 50 1060 4,93,894.73 1758.93 1.45 21.50 0.29 3.11
u1060 100 1060 3,38,857.20 27.52 1.40 66.82 1.49 4.73
u1060 150 1060 266,595.09 19.97 1.19 91.68 0.92 7.27
u1060 200 1060 231,236.52 19.30 0.88 123.04 2.02 9.61
u1060 300 1060 178,209.13 20.09 0.42 146.19 2.21 10.80
u1060 400 1060 135,548.80 20.45 0.02 99.29 0.59 12.56

Avg. 6335.65 0.72 162.65 1.85 12.13
Max. 44,996.56 1.70 471.06 6.68 31.61
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LP gaps (for pmed instances) are observed for smaller jFj for a
given jV j. In other words, the instances that are easier for the
heuristics are more challenging for CPLEX and vice versa.

5. Summary and conclusions

Given a set of facility locations Z, we show that the MFLP
decomposes into a facility assignment subproblem and a client
assignment subproblem, both of which can be solved in poly-
nomial time. Thus, the MFLP can be viewed as the problem of
determining the set Z yielding the least cost solution. Using this
viewpoint, we presented an improved IP formulation for the MFLP
with a smaller memory footprint, allowing a commercial solver
like CPLEX to solve much larger instances than possible with an
earlier model for the MFLP.

To appropriately design heuristics for the MFLP, it is necessary
to resolve the facility assignment subproblem optimally. Friggstad
and Salavatipour [2] produced an example where a local search
heuristic that uses two operations to define a local search
neighborhood can produce a solution with an arbitrarily large
optimality gap. We proposed novel local search heuristics that
always produce solutions where the facility and client assignment
subproblems are solved optimally. Recently (and subsequent to
our work) Ahmadian et al. [6] showed that n-OptSwap is a
3-approximation algorithm when n is large. When n¼1, they
show the approximation ratio of 1-OptSwap is 499. We tested
our local search heuristics on a number of data sets. These
computational results confirm the effectiveness of our local search
heuristics and show that the approximation ratio experimentally
is much tighter than the worst case approximation ratio obtained
in the theoretical analysis of Ahmadian et al. [6]. Due to their
excessive runtimes, the use of 2-OptSwap and 2-SmartSwap does
not justify the improvement they provide, 1-SmartSwap on the
other hand quickly finds high quality solutions for large instances
of the MFLP and seems to be the most balanced approach.

Finally, it is natural to think of generalizations of the MFLP
where the facilities are capacitated. In other words, each facility j
has capacity Cj, and the number of clients assigned to a facility j
should be less than or equal to Cj. In this generalization, the
decomposition property that has been central to IP2 and the local
search heuristics we introduced in this paper does not hold. This
necessitates the development and testing of new formulations and
heuristics for the capacitated version of the MFLP, which is part of
our current research.

Appendix A. Reducing the runtime of n-OptSwap

Given a current solution with facility destinations Z, n-OptSwap
explores all solutions Z0 that differ from Z by at most n vertices
(jZ \ Z0jZp� n). To evaluate the cost of a solution defined by such
a set of facility destinations Z0, n-OptSwap must compute the cost
of the facility assignment subproblem, FAðZ0Þ, and the client
assignment subproblem, CAðZ0Þ. Evaluating the facility assignment
subproblem is computationally expensive, since it requires solving
a least cost bipartite matching problem. We use the Hungarian
algorithm [17] to compute the least cost bipartite matching
problem. However, many solutions in the neighborhood can be
ruled out as improvements without explicitly computing FAðZ0Þ. In
particular, the solution defined by the facility destinations in Z0

cannot be an improvement if the cost of the client assignment
subproblem for Z0 is greater than or equal to the cost of the best
solution found so far. (For n-OptSwapFI, no improvement will be
found for Z0 if CAðZ0ÞZCAðZÞþFAðZÞ. For n-OptSwapBI, no improve-
ment will be found for Z0 if CAðZ0ÞZCAðZ″ÞþFAðZ″Þ, where Z″

denotes the best neighbor of Z found so far, including Z itself.)
Thus, n-OptSwap only solves the facility assignment subproblem
after checking that the cost of the client assignment subproblem is
less than the cost of the best known solution. The client assign-
ment subproblem may be quickly updated by noting that a client
with a destination zAZ \ Z0 in the current solution, will either
have destination z or a destination in Z0\Z in the neighboring
solution.

When CA(Z
0
)oCA(Z)þFA(Z), the facility assignment subpro-

blem is solved to evaluate the neighboring solution Z0. However,
n-OptSwap does not resolve the facility assignment subproblem
from scratch. Rather, it takes advantage of the fact that labels are
available from the previous solution obtained by the Hungarian
algorithm to reduce runtime. Recall that given an edge-weighted
bipartite graph GðX [ Y ; EÞ, the Hungarian algorithm takes as input
a feasible labeling of the vertices, flx : xAXg [ fly : yAYg, and
outputs a maximum weight perfect matching between X and Y.
Edmonds and Karp [25] and Tomizawa [26] described implemen-
tations of the Hungarian algorithm with a OðjXj3Þ running time,
which we use.

The Hungarian algorithm may be easily modified to quickly
find a least cost bipartite matching in the facility assignment
subproblem. Recall, the Hungarian algorithm is initialized with an
initial feasible labeling L¼ flx : xAXg [ fly : yAYg and an initial
matching M. In the context of the facility assignment subproblem
given by (14)–(17), a labeling is feasible if lxþ ly�dxy for all
ðx; yÞAE. Let GL ¼ ðV ; ELÞ be the graph formed by the tight edges
of G with labeling L (i.e., EL contains those edges (x,y) where
lxþ ly ¼ dxy.) For a subset of vertices V 0 � X [ Y , define the neigh-
borhood of V 0 as JGL

ðV 0Þ ¼ fu : ðv;uÞAELg. Recall, the steps of the
OðjXj3Þ algorithm for finding the least cost bipartite matching are
as follows:

Step 1: If M is a perfect matching, then stop. Otherwise find an
unmatched vertex xAX and set S≔fxg and T≔∅. For each
yAY , define slacky≔maxxA Sflxþ ly � dxyg.

Step 2: If JGL
ðSÞ 6¼T , go to Step 3. Otherwise, set δ≔maxyAY\

Tslacky. Then update the labels as follows:

lv≔
lv � δ if vAS;
lvþδ if vAT ;
lv otherwise:

8<
:

Update the graph GL to include the additional tight edges
under the new labeling. For each yAY\T , set slacky≔
slacky � δ: Go to Step 3.

Step 3: Choose a yA JGL
ðSÞ. If y is matched by M with a vertex x0,

set S≔S [ fx0g and T≔T [ fyg. For each yAY , update
slacky≔maxfslacky; lx0 þ ly � dx0yg. Go to Step 2. Other-
wise, a path P exists from x to y that alternates between
edges in M and edges in El\M. Increase the size of the
matching M by setting M≔ðM\PÞ [ ðP\MÞ. Return to
Step 1.

When solving the facility assignment subproblem, we create a
node labeled xj for each facility jAF and a node labeled yv for each
vertex vAZ. An edge is added between node xj and node yv with
length djv. Assume we have constructed this graph for a given Z,
we have solved the least cost perfect matching problem on this
graph, and we have the corresponding labels lxj and lyj . Now,
suppose we are computing FAðZ0Þ. Changing zkAZ to vkAZ0 is
equivalent to changing the length on each edge ðxj; yzk Þ from djzk to
djvk and relabeling vertex zk as vk. As a result, if we define the label
lyvk by lyvk ¼ lyzk þminjA Ffdjvk � lxj � lyzk g for k¼ 1;…;n, then we
create feasible labels for the least cost perfect matching problem
between F and Z0. After updating each label lyvk in this manner, we
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look to see if we can increase each label lxj by setting lxj ¼ lxj þ
minvAZ0 fdjv � lxj � lyv g.

During execution of n-OptSwap, an improved solution to the MFLP
is found if FAðZ″ÞþCAðZ″Þ4FAðZ0ÞþCAðZ0Þ, where Z″ is the best
solution found so far. Let curImp¼ FAðZÞþCAðZÞ � FAðZ″Þ � CAðZ″Þ.
Since these new vertex labels for the updated least cost bipartite
matching problem are a dual feasible solution to the facility assign-
ment subproblem, it follows that FAðZ0ÞZ∑jAF lxj þ∑vAZ0 lyv . There-
fore, if at some stage of calculating FAðZ0Þ we find that ∑jA F lxj þ
∑vAZ0 lyv Z FAðZÞþCAðZÞ � curImp� CAðZ0Þ, then FAðZ0ÞZFAðZ″Þþ
CAðZ″Þ� CAðZ0Þ. Moving CAðZ0Þ to the left-hand side, we have that
FAðZ0Þþ CAðZ0ÞZFAðZ″ÞþCAðZ″Þ. In other words, Z0 will not improve
the least cost solution observed.

n-OptSwap initializes the Hungarian algorithm with these
vertex labels and also seeds the maximum cardinality matching
with whatever edges from the matching between F and Z0 remain
tight with respect to these new labels. After each time the
Hungarian algorithm updates the labels, n-OptSwap checks to
ensure ∑jA F lxj þ∑vAZ0 lyv oFAðZÞþCAðZÞ � curImp� CAðZ0Þ. If this
inequality does not hold, Z0 is not an improvement over the least
cost solution observed. If the inequality does hold true, then the
Hungarian algorithm is allowed to continue searching for aug-
menting paths to increase the size of the matching.

As described above, each iteration of the Hungarian algorithm
has runtime Oðp2Þ. If a least cost perfect matching was computed
from scratch to obtain FAðZ0Þ using the Hungarian Algorithm, the
runtime would be Oðp3Þ. However, updating the solution to the
Hungarian algorithm as described above, reduces the runtime to
Oðnp2Þ since at least p� n edges from the matching between Y and
Z will remain tight under the new labels. Since n typically should
be small relative to p, this method for computing FAðZ0Þ can
substantially reduce runtime.
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