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In dealing with a very large data set, it might be impractical to construct a decision treeusing all of the points. Even when it is possible, this might not be the best way to utilize
the data. As an alternative, subsets of the original data set can be extracted, a tree can be
constructed on each subset, and then parts of individual trees can be combined in a smart
way to produce an improved final set of feasible trees or a final tree. In this paper, we
take trees generated by a commercial decision tree package, namely, C4.5, and allow them
to crossover and mutate (using a genetic algorithm) for a number of generations in order
to yield trees of better quality. We conduct a computational study of our approach using
a real-life marketing data set. In this study, we divide the data set into training, scoring,
and test sets, and find that our approach produces uniformly high-quality decision trees.
In addition, we investigate the impact of scaling and demonstrate that our approach can
be used effectively on very large data sets.
(Genetic Algorithm; Decision Tree)

1. Introduction
A decision tree is one of the most popular methods
for discovering meaningful patterns and classification
rules in a data set. The rigorous use of decision trees
began with Breiman et al. (1984); the reader is referred
to Chapter 7 of Ripley (1996) for an introduction to
the field. However, in dealing with a very large data
set, it might be impractical or even impossible (due
to memory limitations) to construct a tree using all of
the data points. Even when it is possible, this might
not be the best way to utilize all of the data.

1.1. Literature Review
Over the last decade or so, researchers have focused
on generating accurate and concise decision trees
from large data sets by applying genetic algorithms

and a variant, genetic programming. Genetic algo-
rithms (GAs) were introduced and developed by Hol-
land (1975) and have been used in a wide variety
of applications including combinatorial optimization
and knowledge discovery (see Fayyad et al. 1996).
In a GA, an initial population of chromosomes is
generated and the quality (fitness) of each chromo-
some is determined. Parents are selected and mated
(crossed over) to form offspring. The offspring are
then mutated and the resulting chromosomes are
added to the population. A set of fittest chromosomes
is allowed to survive to the next generation and the
process repeats for a specified number of generations.
A sketch of a typical GA is given in Figure 1.

The basic algorithm modifies the original population
using three genetic operators: selection, crossover, and
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Choose an initial population of chromosomes;
Evaluate the initial population;
While termination condition not satisfied do
Select the current population from the previous one;
If crossover condition satisfied, perform crossover;
If mutation condition satisfied, perform mutation;
Evaluate fitness of offspring;

Endwhile

Figure 1 Sketch of a Genetic Algorithm

mutation. After many generations (e.g., several hun-
dred), the population evolves to a near-optimal solu-
tion (see Michalewicz 1996 for more details).
Genetic programming (GP) is a variant of genetic

algorithms that was developed in the early 1990s by
Koza (1992). In GP, the individuals are computer pro-
grams that are evolved using the genetic operators of
reproduction, crossover, and mutation. GP has been
applied to a wide variety of problems in science,
computer science, and engineering (see Chapter 12 in
Banzhaf et al. (1998) for a very nice discussion of GP
applications in these areas).
Koza (1991) demonstrated the technique of induc-

ing a decision tree using GP on a small training set of
14 objects taken from Quinlan (1986) when only accu-
racy was considered. In one run, on the eighth gen-
eration, his technique correctly classified all 14 train-
ing cases. More recently, Nikolaev and Slavov (1998),
Marmelstein and Lamont (1998), Folino et al. (2000),
and Bot and Langdon (2000) have generated decision
trees using GP.
Ryan and Rayward-Smith (1998) evolved decision

trees in two ways—using genetic programming and
a genetic algorithm. The genetic programming tech-
nique was tested against the popular C4.5 software
due to Quinlan (1993) on four data sets taken from the
UCI Machine Learning Repository (Blake and Merz
1998). The data sets ranged in size from six attributes
and 124 records to 60 attributes and 3,190 records. The
data sets were used to build (train) decision trees and
accuracy was recorded; a test data set was not used.
The computational results were encouraging. On the
three smallest data sets, GP evolved trees that were
more accurate than C4.5 with execution times that
ranged from 4 to 14 minutes on a 433 Mhz DEC Alpha
workstation. C4.5 was more accurate on the largest

data set (it generated a tree very quickly, whereas the
GP technique took nearly 80 minutes).
Ryan and Rayward-Smith also developed a genetic

algorithm to evolve decision trees using only small
populations. The fitness function took into account
both the size of the tree (number of nodes) and accu-
racy (number of misclassifications). The initial pop-
ulation of trees was generated by using a modified
version of C4.5. The GA was tested against C4.5 on
six UCI data sets. Here, a training data set and a test
data set were used. A crossover operator was applied,
but mutation was not used (the authors experimented
with several mutation operators but none improved
the results of the GA). For the most part, the GA
outperformed C4.5 in the computational experiments;
GA produced smaller trees with a higher degree
of accuracy using only a tiny population. However,
the GA was computationally expensive to run as it
needed to call C4.5 many times to generate new solu-
tions (the experiment on the largest data set of 14
attributes and 32,561 records took 25 hours). Ryan and
Rayward-Smith concluded that the GA’s execution
time needed to be reduced in order to have a scalable
data mining algorithm. In addition, they suggested
that it would be interesting to create an ensemble
of classifiers consisting of the best tree produced by
many runs and compare the accuracy of the ensemble
to other techniques.
GP and GAs have been used in a variety of data

mining applications like clustering and rule discovery
(see Freitas 2002a, b) and there are tradeoffs to con-
sider when choosing between the methods. For exam-
ple, GAs use a fixed-size string of bits to represent
an individual (more about this in the next section)
that is suitable for many problems, while GP uses
a variable-length program (see Bojarczuk et al. 2000)
that can represent complex structures. As pointed out
by Bojarczuk et al. (they use GP to discover clas-
sification rules in chest pain diagnosis), these struc-
tures give GP an advantage over GAs by allowing
GP to perform mathematical, logical, and relational
operations. However, the infinite space induced by
the representation in GP is computationally intensive
to search and requires intelligent and adaptive search
techniques. In general, GP requires a lot of CPU time
and a lot of memory and, in addition, scalability is a
major concern.
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1.2. Background
The starting point for the approach we develop in this
paper is the work of Kennedy et al. (1997). They rep-
resent a decision tree as a linear array (chromosome)
and apply a genetic algorithm to the optimization of
the decision tree with respect to its classification accu-
racy. Their program (called CALTROP) represents a
binary decision tree by a number of unit subtrees
(called caltrops), each having a root and two branches
(a subtree of a decision tree is the tree obtained by
taking an attribute node or leaf node and all of its
descendants). Each caltrop is a string of three integers
that represent the binary attributes corresponding to
the root, the left child, and the right child of the sub-
tree, respectively. Although the authors do not explic-
itly say so, to be consistent, either the left child or the
right child should always correspond to the branch
where the condition tested by the binary attribute is
satisfied. The integer 0 represents a leaf node of the
decision tree. The linear representation is made up of
a set of caltrops, the first one representing the root of
the tree. After the first one, the order of the caltrops
does not matter.
Figure 2 provides an example of a classification tree

and Kennedy et al.’s representation of the tree. Note
that if there are q attributes that are tested in the deci-
sion tree then Kennedy et al.’s representation has 3q
integers (one caltrop for each binary attribute tested
in the tree).
To construct a decision tree from the linear chro-

mosome representation, a requirement for the genetic
algorithm, Kennedy et al. proceed in the following
depth-first manner:
• Start with the first caltrop (string of three inte-

gers) of the chromosome as the root of the decision
tree. Construct a partial decision tree with the root
and two daughter nodes.
• Build the tree in a depth-first manner, investigat-

ing left daughter nodes before right daughter nodes.
• The investigation of a node in the tree is recur-

sive, and replaces the node by the caltrop correspond-
ing to the attribute of the node. This is accomplished
by finding the first caltrop in the chromosome whose
root is the attribute being searched for.
Figure 3 provides an example showing how

Kennedy et al. construct a tree from the linear rep-

Figure 2 A Classification Tree and the Kennedy et al. Representation
Note. Ai represents binary attribute i; Y (yes) and N (no) represent whether
the binary attribute is satisfied; and L represents a leaf node (terminating
condition). Double vertical lines � � � represent boundaries between caltrops
in the linear representation.

resentation. As can be seen from the above descrip-
tion, the Kennedy et al. representation requires that
when an attribute is encountered at different loca-
tions within the tree, the course of action following
the attribute is identical at all locations.
Using a caltrop as an indivisible genetic alphabet,

Kennedy et al. apply a standard crossover procedure
for linear chromosomes (by splitting the two par-
ent chromosomes, and combining them to obtain two
daughter chromosomes). This can cause some ambi-
guity when (i) there is no caltrop for an attribute that
occurs within the chromosome, (ii) the chromosome
contains multiple caltrops with the same attribute (at
the root of the caltrop). To rectify these two prob-
lems, Kennedy et al. (i) prune the tree making the
attribute node a leaf node when there is no caltrop
for an attribute within the chromosome, and (ii) only
consider the first occurrence when there are multiple
caltrops for the same attribute.
Kennedy et al. focus on correctly and completely

classifying small artificially constructed data sets (i.e.,
they construct trees with 100% classification accu-
racy). Further, they evaluate trees with respect to the

INFORMS Journal on Computing/Vol. 15, No. 1, Winter 2003 5
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Figure 3 Procedure of Kennedy et al. to Construct a Classification Tree from a Linear Chromosome Representation

number of decisions that need to be made to classify
the trees correctly. In their comparisons to ID3 (the
precursor to C4.5), using five artificially constructed
data sets, they find that CALTROP outperforms ID3
once, is tied twice, and is worse twice. Kennedy et al.
do not report the running times of their computa-
tional experiments.
Typically, when decision trees are constructed, two

data sets are involved: a training data set is used to
build the decision tree and a test data set is used to
evaluate how the tree classifies records upon which it
has not been trained. Focusing solely on the classifica-
tion accuracy for the training set results in overfitting.
Such trees tend to be very large and contain rules that
may specifically pertain to the training data set. These
trees, typically, classify the test data set poorly. Since
Kennedy et al. build trees to classify the training data

set accurately, their approach is likely to do poorly on
the test data set.

1.3. Organization of Paper
In this paper, we propose the following three-step
approach for generating trees. First, extract many sub-
sets of points from the original data set for analy-
sis. Second, using C4.5, construct a decision tree on
each subset. Third, use a genetic algorithm that allows
the trees to crossover and mutate in order to gen-
erate trees of better quality. We call our approach
GAIT—Genetic Algorithm approach for generating Intelli-
gent Trees. In this study, we test the efficacy of GAIT in
quickly generating trees that have high classification
accuracy.
We note that the last decade has seen the devel-

opment of several ensemble methods like boosting
and bagging, for combining a set of classifiers (such
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as trees) in order to arrive at a more accurate classi-
fier (see Bauer and Kohavi 1999 for an overview of
such methods). Boosting algorithms (e.g., AdaBoost
by Freund and Schapire 1997 and Arc-x4 by Breiman
1998) create an initial set of trees by adaptively chang-
ing the distribution of the training set. These trees
are then combined according to a system of weights.
In bagging (Breiman 1996), the initial set of trees is
produced from bootstrapped samples obtained from
a fixed training set. These trees are combined using
a majority voting rule. Our proposed method, GAIT,
resembles bagging in the creation of the initial set of
trees. However, instead of creating bootstrapped sam-
ples from the training set, we partition the training set
into sub-samples. Of course, GAIT’s strategy for com-
bining the resulting initial set of trees is very different
from the majority voting rule of bagging. A simple
advantage of GAIT over ensemble methods such as
boosting and bagging is that the end product of GAIT
is a single decision tree. In boosting and bagging, the
entire ensemble of initial trees has to be retained in
order to classify any future observation. Furthermore,
as we demonstrate in this paper, GAIT also improves
upon the accuracy that is obtained from a majority
voting rule system such as bagging.
We point out that a comparable alternative to our

approach is to use an adaptive resampling method
such as GLOWER (Dhar et al. 2000). Instead of using
a complete decision tree as the chromosomal unit as
we do, GLOWER takes a chromosome to be simply
a rule (in the context of trees, a rule is any complete
path from the root node to a leaf node). A rule is then
implemented as a database query.
In Section 2, we describe GAIT. In Section 3, we

conduct several computational experiments that are
designed to test the accuracy and speed of GAIT on
a real-life marketing data set of 440,000 points and
on a second data set of observations on 48,842 adult
individuals. In Section 4, we present and discuss a
scalability experiment. In Section 5, we give our con-
clusions and provide possible directions for future
research with GAIT.

2. GAIT
In GAIT, we develop an intelligent search technique
using a genetic algorithm. First, we select a simple

random sample of points from the original data set
to serve as our training set. Second, we partition this
training set into several subsets of points. Each subset
is then used to generate a decision tree using C4.5.
These decision trees are taken as inputs (i.e., the initial
population of trees) to our genetic algorithm.
There are three key issues involved in genetic algo-

rithms: the initial population of trees, the genetic
operations, and the evaluation of a tree. We point out
that, in contrast to Kennedy et al., we work directly
with the binary tree representation. Our crossover
and mutation operations are designed specifically
for a binary tree. Consequently, we can represent
any binary decision tree, even those where differ-
ent courses of action are taken when the binary
attribute is encountered at different locations within
the tree. Further, our crossover and mutation opera-
tions always generate complete decision trees (i.e., no
missing attributes as in Kennedy et al.) In our expo-
sition of the genetic algorithm we will describe them
using the binary tree data structure. Later, we will
describe how the same may be accomplished with a
linear representation (if desired).

Initial Population of Trees. Many different meth-
ods can be used to generate the initial population of
decision trees. It is important that the initial popula-
tion of trees contains a wide variety of structures. In
GAIT, the initial population is created from the trees
generated by C4.5 on the subsets of the training set.

Operations. Selection, crossover, and mutation are
the three major operations that we use in our algo-
rithm. Selection is the process of choosing trees for
the next generation from the trees in the current gen-
eration. Crossover performs exchanges of subtrees
between trees. Mutation, in our application, is an
operation that exchanges subtrees within a given tree.
Trees are randomly selected for the crossover and
mutation operations. The probability of being selected
for one of these operations is proportional to the fit-
ness score of the tree. The fitness score is described
in the following paragraph on tree evaluation. In Fig-
ure 4, we show two types of crossover operations
in our program, a subtree-to-subtree crossover and
a subtree-to-leaf crossover (a leaf-to-leaf crossover is
also possible). Crossover is performed by exchanging
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Subtree-to-subtree Crossover

Parent 1

Child 2Child 1

Parent 2 Parent 2Parent 1

Child 2Child 1

Subtree-to-leaf Crossover

Figure 4 Crossover Operations

a subtree or a leaf from one tree with a subtree or
a leaf of another tree at any level. We determine the
subtrees for crossover by random selection. This can
be done by choosing a node randomly in the tree and
selecting the subtree rooted at that node as the sub-
tree for crossover. In Figure 5, two types of mutation
are performed within a tree by occasionally randomly
exchanging a subtree with another subtree or a leaf
(leaf-to-leaf mutation is also possible).
Notice that the crossover and mutation operations

do not result in trees with binary attributes at leaf
nodes. Thus, we do not have the two problems that
Kennedy et al. encounter when they apply crossover
and mutation.

Evaluation. A central issue in successfully apply-
ing a genetic algorithm to any problem is to define
the fitness criterion appropriately. In GAIT, we eval-
uate the fitness of the decision trees by calculating
the percentage of correctly classified observations in a
scoring data set. The scoring set is a random sample
from the original data set. The training set and the
scoring set are mutually disjoint.

During evolution, some of the decision trees might
have logic violations after crossover and mutation, so
that we need to perform a logic check (we call this a
feasibility check). The feasibility check can be carried
out immediately after each crossover operation and
each mutation operation or it can be delayed to the
end of the final generation. The computational time
for the feasibility check depends mainly on the size
of the generated decision trees and the size of the
scoring data set. Preliminary computational testing
reveals that the feasibility check does not consume a
significant amount of running time. We remark that it
is possible to design more complex and sophisticated
crossover and mutation operations. This would prob-
ably lead to an increase in computational expense, but
might also result in superior solutions. Our choice, in
this paper, is to keep the crossover and mutation oper-
ations simple. The associated computational expense
is relatively small and the genetic algorithm is effec-
tive (as evidenced by our computational results in
Sections 3 and 4).
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Subtree-to-subtree Mutation Subtree-to-leaf Mutation

Figure 5 Mutation Operations

Our feasibility check involves the elimination of all
logic violations. We illustrate the feasibility check in
Figure 6. In Figure 6, there is a logic violation with
A1> 5 and A1 ≤ 3 in the tree on the top. Consequently,
the subtree associated with A1 ≤ 3 would be elimi-
nated and the subtree associated with A1 > 3 would
be concatenated since A1 > 5 implies A1 > 3.
After the tree has been concatenated to ensure that

there are no logic violations, it is pruned (see Figure 7)
to increase its ability to classify other data sets (e.g.,
the test set). Pruning starts from the bottom of the
tree and examines each nonleaf subtree. Each subtree
is replaced with a leaf if the replacement results in an
increase in the error rate that is smaller than a pre-
specified upper bound (e.g., 0.5%).
Although we work directly with the binary tree rep-

resentation, for completeness, we now briefly describe
how the same may be accomplished via a linear rep-
resentation. In this discussion, we assume familiarity
with depth-first search (DFS) algorithms at the level
of Cormen et al. (1990). A linear representation can be
obtained via a depth-first ordering of all the attribute

A3>10

N

A1 > 3

A2>7

L L

A1> 5

L

L

L

Before feasibility check

After feasibility check

Y

Y

Y

N

N

N

Y

A3 >10

N

A2 > 7

L

A1> 5

L

L

L

Y

Y N

N

Y

Figure 6 Feasibility Check

nodes in the decision tree. For example, a depth-first
ordering of all attribute nodes in the binary deci-
sion tree shown in Figure 2 is 3-4-5-2-0-0-0-0-1-2-0-0-
0. The positive integers represent the binary attribute
and 0 represents a leaf node. The convention is that
the yes branch is to the left and the no branch is
to the right. With this ordering, and because 0 sig-
nifies a leaf node, it is straightforward to see that
(i) the representation can be constructed from the tree
in linear time (since DFS takes linear time), and (ii) a
binary decision tree can be constructed from this lin-
ear representation in linear time. Depth-first ordering
has a unique and particularly useful ordering prop-
erty. Each subtree is a contiguous string in the lin-
ear representation. Further, the subtree may be con-
structed by using the substring corresponding to it
in the linear representation in a similar manner to
which the entire tree is constructed. Thus, by keep-
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Figure 7 Pruning

ing track of the position of the end node in the sub-
string for each node in the linear representation, it
is easy to see that the crossover and mutation oper-
ations in our genetic algorithm may also be done
using a linear representation (if desired). For example,
subtree-to-subtree crossover may be accomplished by
switching two substrings, corresponding to the sub-
trees, between parent nodes.
In this paper, we have restricted our attention to

binary decision trees. However, any poly-ary tree may
be converted to a binary tree as shown in Figure 8.
The procedure to convert a poly-ary decision tree
to a binary decision tree is a top-down procedure
on the decision tree. Whenever a non-binary inter-
nal node is encountered in the poly-ary tree the pro-
cedure replaces it by a binary decision tree struc-
ture as shown in Figure 8. Notice that the number of
leaf nodes in the binary decision tree and the orig-
inal decision tree are identical. Further, the number
of operations required to perform this transformation
is proportional to the number of nodes in the binary
decision tree. It is well known (e.g., see Deo 1974) that
a binary tree with L leaves has 2L-1 nodes. Conse-
quently, the transformation takes linear time.
As a result, our approach can be generalized to

poly-ary decision trees by first converting the ini-
tial set of trees to binary trees, and then applying
our genetic algorithm. Observing that the number of

nodes in the binary tree representation of a poly-ary
tree is at most twice the number of nodes in the poly-
ary tree, it follows that the running time of the genetic
algorithm (from a worst-case computational complex-
ity standpoint) as a function of the number of nodes
in the decision trees remains unchanged (since the
depth of a d-ary tree with n nodes is O�logd n	, we
consider the computational complexity in terms of the
number of nodes in the tree).
Alternatively, if one works directly with the poly-

ary tree representation (instead of the binary tree rep-
resentation), it is easy to extend the genetic algorithm,
as the crossover and mutation operations easily gen-
eralize. The running time of the genetic algorithm
procedure applied to poly-ary trees as a function of
the number of nodes in the poly-ary trees must be
similar to the genetic algorithm procedure applied to
binary trees with the same number of nodes (because
a binary tree is a special case of a poly-ary tree). Not-
ing that the number of nodes in the poly-ary trees
is at most a constant times the number of nodes in
the binary representation of a poly-ary tree, the run-
ning time of the two approaches should be equiva-
lent. However, from a practical standpoint, using a
poly-ary tree structure may run faster since the size of
the poly-ary trees would be more compact than their
binary representation.

10 INFORMS Journal on Computing/Vol. 15, No. 1, Winter 2003
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Figure 8 Transformation to a Binary Decision Tree
Note. (a) A poly-ary node with four daughters and (b) its binary counterpart.

3. Computational Experiments
In this section, we describe the series of compu-
tational experiments that we conducted to test the
performance of GAIT with respect to accuracy and
speed. The tests were conducted on a real-life market-
ing data set obtained from a firm in the transporta-
tion services industry. These experiments build upon
and substantially extend earlier work by Fu et al.
(2000). The data set contains information on approxi-
mately 440,000 customers. Each customer record con-
tains demographic and usage information. Further-
more, each customer is identified on the basis of
whether or not the customer reuses the firm’s services
in a certain window of time following a marketing
promotion. It is of considerable interest to the firm to
identify patterns among repeat customers. Recogni-

tion of such patterns is beneficial not only for devel-
oping a focused marketing strategy, but also for eval-
uating existing marketing efforts.
By way of preprocessing the data, we reduced the

number of variables in the original data set from 33
to 11. This was necessary in order to protect the confi-
dentiality of the data source. The aim of the decision
tree procedure is to identify, on the basis of these 11
variables, whether or not a customer will reuse the
firm’s services in the specified window of time. Of the
440,000 customers in the data set, 21.63% are observed
to be repeat customers, while the remaining 78.37%
are not repeat customers. Classification errors for each
class are treated equally, i.e., the primary performance
measure is the overall classification accuracy, hereafter
referred to as simply the classification accuracy. The
Bayes risk (see Ripley 1996) for this data set is not
known. We coded GAIT in Microsoft Visual C++ 5.0
and ran our experiments on a Windows 95 PC with a
400 MHz Pentium II processor and 128 MB of RAM.

3.1. Experimental Design
From the original data set of 440,000 points, we ran-
domly selected 1,000 points and set them aside to
form a test set. Note that the test set is not available
in the development of any of the classifiers discussed.
Next, we obtained a simple random sample (with-
out replacement) of 3,000 points to serve as the train-
ing set. An additional 1,500 points were randomly
selected from the remaining 436,000 data points to
serve as the scoring set. Thus, the combined size of
the training and scoring sets was approximately 1%
of the original data set. In order to test the accuracy
and speed of GAIT, we designed three different exper-
iments.
In Experiment 1, the 3,000 points in the training

set were randomly partitioned into 50 subsets of 60
points each. Each subset was used to create a decision
tree using C4.5. The 50 trees so obtained served as
the first generation for GAIT. At each step in GAIT,
the fitness score of a tree was computed by calculat-
ing the classification accuracy of the tree on the scor-
ing set. The genetic algorithm was allowed to evolve
for ten generations using an elitist strategy, with the
crossover and mutation probabilities at each genera-
tion set at one and 0.01, respectively. After ten gen-
erations, the tree with the highest fitness score was

INFORMS Journal on Computing/Vol. 15, No. 1, Winter 2003 11
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designated as the best tree generated by GAIT. Then,
we computed the accuracy of the best GAIT tree on
the test set.
In Experiment 2, we used the training set of 3,000

to obtain ten random samples of 60 points each using
sampling without replacement. Each sample was used
to create a decision tree as in Experiment 1, which
then served as a member of the first generation
for GAIT. Thus, Experiment 2 is distinguished from
Experiment 1 in having a smaller initial population
for the genetic algorithm. Again, we computed the
accuracy of the best generated decision tree on the
test set.
In Experiment 3, we seek to investigate the behav-

ior of GAIT when the first generation of trees is of
particularly poor quality, i.e., when the initial popu-
lation consists of trees of low classification accuracies.
Such trees were obtained as follows. As in Experiment
1, the training set of 3,000 points was randomly par-
titioned into 50 subsets of 60 points each, leading to
50 decision trees. Each tree was then scored on the
scoring set on the basis of its classification accuracy.
The ten lowest-scoring trees were retained as the first
generation for the genetic algorithm.
For each experiment, we obtained two performance

measures—classification accuracy on the test set and
total computing time for training and scoring. These
measures were obtained in each experiment for four
different decision trees (described below). An alterna-
tive approach for predicting reuse is Logistic Regres-
sion (see Menard 1995) for details), a standard statis-
tical method available in SAS. We include it in this
paper for benchmarking purposes. A detailed dis-
cussion of our implementation of Logistic Regression
may be found in Fu (2000).
With respect to decision trees, first, we obtained the

performance measures for the decision tree obtained
from using the entire training set prior to partitioning.
We denote this by Whole-Training. In Experiment 1, the
Whole-Training set consists of all 3,000 points, while
in Experiments 2 and 3 it consists of the set of 600
points that is formed by the union of the ten sub-
sets that create the ten first-generation trees. We note
that, in Experiment 2, the Whole-Training set of 600
points is a simple random sample from the original

set of 3,000 points, while in Experiment 3 the Whole-
Training set is not a simple random sample from
the original set of 3,000 points. Second, we obtained
performance measures for the Best-Initial tree, which
we define as the best tree (as measured by its clas-
sification accuracy on the scoring set) in the first
generation of each experiment. Third, we aggregated
the first generation of trees using a majority voting
rule to create a “bagged” classifier. (Strictly speak-
ing, this is not bagging: the trees are not generated
from bootstrapped samples from the given training
set, but rather from sub-sampling without replace-
ment from the training set.) We denote this classifier
by Aggregate-Initial. Next, we obtained performance
measures for the best tree generated by that variant of
GAIT where each tree generated through each genetic
operation is checked for feasibility. Recall from Sec-
tion 2 that the feasibility check consists of search-
ing a tree for logic violations and redundancies, and
then pruning the tree to eliminate these conditions.
We denote this procedure by GAIT-w-FC (GAIT with
feasibility check). Next, we ran GAIT without the fea-
sibility check after each operation (we denote this
by GAIT-w/o-FC) and recorded the performance mea-
sures of the best tree so obtained. To ensure clarity, we
point out that, in GAIT-w-FC, we perform a feasibility
check after each operation, whereas, in GAIT-w/o-FC,
we perform a feasibility check only at the end of the
final generation.
For each experiment, we set the size of the scoring

set at three different levels in turn: 500 points, 1,000
points, and 1,500 points. The smaller scoring sets are
proper subsets of the larger scoring sets. In order to
enhance and assess the reliability of the performance
measures, each experiment/scoring-size combination
was replicated ten times. The mean and standard
error of each performance measure were computed
for each experiment/scoring-size combination using
the test set of 1,000 points.

3.2. Results
In Tables 1 and 2, we give the average performance
measures, with the standard errors listed in paren-
theses. In Table 1, we present the classification accu-
racy and, in Table 2, we present the computing time.
The total number of data points in the training and
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Table 1 Classification Accuracy on the Test Set

Size Method Experiment 1 Experiment 2 Experiment 3

Logistic Regression 0.7563 (0.0091) 0.7412 (0.0067) 0.7228 (0.0069)
Whole-Training 0.7612 (0.0087) 0.7491 (0.0064) 0.7226 (0.0071)

500 Best-Initial 0.7525 (0.0069) 0.7392 (0.0059) 0.6767 (0.0057)
Aggregate-Initial 0.7853 (0.0005) 0.7784 (0.0007) 0.7687 (0.0007)
GAIT-w/o-FC 0.7882 (0.0060) 0.7833 (0.0057) 0.7721 (0.0062)
GAIT-w-FC 0.7903 (0.0058) 0.7854 (0.0058) 0.7787 (0.0059)

Logistic Regression 0.7627 (0.0077) 0.7432 (0.0063) 0.7317 (0.0059)
Whole-Training 0.7595 (0.0080) 0.7457 (0.0066) 0.7316 (0.0063)

1000 Best-Initial 0.7557 (0.0069) 0.7394 (0.0065) 0.6778 (0.0061)
Aggregate-Initial 0.7849 (0.0007) 0.7775 (0.0007) 0.7661 (0.0008)
GAIT-w/o-FC 0.7894 (0.0056) 0.7839 (0.0057) 0.7762 (0.0060)
GAIT-w-FC 0.7910 (0.0058) 0.7853 (0.0059) 0.7784 (0.0062)

Logistic Regression 0.7598 (0.0072) 0.7478 (0.0060) 0.7305 (0.0055)
Whole-Training 0.7603 (0.0077) 0.7495 (0.0061) 0.7312 (0.0056)

1500 Best-Initial 0.7527 (0.0064) 0.7398 (0.0065) 0.6791 (0.0054)
Aggregate-Initial 0.7830 (0.0005) 0.7790 (0.0005) 0.7691 (0.0005)
GAIT-w/o-FC 0.7886 (0.0055) 0.7818 (0.0056) 0.7723 (0.0056)
GAIT-w-FC 0.7898 (0.0056) 0.7844 (0.0057) 0.7756 (0.0057)

Note. Average accuracy from ten replications: number in parentheses is the standard error. The left-most column gives the size of the scoring set.

Table 2 Computing Time (in Seconds) for Training and Scoring

Size Method Experiment 1 Experiment 2 Experiment 3

Logistic Regression 0.94 (0.0391) 0.53 (0.0163) 0.57 (0.0153)
Whole-Training 2.07 (0.1001) 1.23 (0.0434) 1.35 (0.1025)

500 Best-Initial 1.34 (0.0165) 0.54 (0.0130) 0.59 (0.0154)
Aggregate-Initial 2.17 (0.0042) 1.33 (0.0034) 1.35 (0.0029)
GAIT-w/o-FC 16.58 (0.0443) 8.03 (0.0222) 8.01 (0.0228)
GAIT-w-FC 16.70 (0.0443) 8.15 (0.0216) 8.14 (0.0214)

Logistic Regression 0.95 (0.0420) 0.55 (0.0179) 0.59 (0.0135)
Whole-Training 2.12 (0.1086) 1.29 (0.0299) 1.40 (0.1104)

1000 Best-Initial 1.39 (0.0161) 0.57 (0.0117) 0.63 (0.0124)
Aggregate-Initial 2.17 (0.0060) 1.19 (0.0049) 1.44 (0.0040)
GAIT-w/o-FC 31.04 (0.0495) 14.22 (0.0331) 14.28 (0.0330)
GAIT-w-FC 31.26 (0.0470) 14.38 (0.0318) 14.40 (0.0313)

Logistic Regression 1.02 (0.0512) 0.54 (0.0132) 0.61 (0.0109)
Whole-Training 2.14 (0.0120) 1.37 (0.0329) 1.45 (0.1086)

1500 Best-Initial 1.44 (0.1125) 0.59 (0.0112) 0.68 (0.0116)
Aggregate-Initial 2.07 (0.0022) 1.28 (0.0033) 1.51 (0.0026)
GAIT-w/o-FC 45.27 (0.0699) 20.61 (0.0562) 20.59 (0.0563)
GAIT-w-FC 45.70 (0.0790) 20.77 (0.0547) 20.74 (0.0552)

Note. Average time from ten replications: number in parentheses is the standard error. The left-most column gives the size of the scoring set.
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scoring sets is 4,500. Since we can randomly generate
training sets and scoring sets repeatedly from these
4,500 points, we replicate each experiment ten times,
as reflected in Tables 1 and 2.
From Table 1, we see that the size of the scoring set

has a negligible effect on the classification accuracy of
any particular method. Indeed, there is no discernable
pattern in the accuracies as the size of the scoring set
is increased. Since we observe from Table 2 that GAIT
computing times appear to increase almost linearly
in the size of the scoring set, we recommend using
the smallest-size scoring set from among the sizes we
considered.
In assessing the effect of conducting a feasibility

check after each genetic operation, we see that the
classification accuracy and the computing time of
GAIT-w-FC are marginally higher than that of GAIT-
w/o-FC. On balance, we recommend using GAIT-w-
FC after each genetic operation.
Next, we observe that in terms of classification

accuracy (on the test set), the Best-Initial tree performs
worst in all experiment/scoring-size combinations. It
indicates that while Best-Initial may be good for the
scoring set, it fails to generalize well enough on the
test set. In Experiment 3, the classification accuracy of
Best-Initial on the test set is especially bad. This is not
surprising. Recall that, in Experiments 1 and 2, the
Best-Initial tree is that tree whose classification accu-
racy, with respect to the scoring set, is highest among
all trees generated from randomly selected subsets
of the Whole-Training set. In Experiment 3, the Best-
Initial tree is generated from a data set that is artifi-
cially constructed by aggregating the points of the ten
worst-performing trees. Since the data set is not a sim-
ple random sample, it is not surprising that the accu-
racy of the Best-Initial tree on the previously unseen
test set is poor.
As a benchmark, we calculated the classification

accuracy produced by Logistic Regression. In Experi-
ment 1 and Experiment 2, the performance of Logis-
tic Regression, with respect to accuracy, falls between
that of Best-Initial and both GAIT procedures.
In Experiment 3, we observe that the accuracy of

the Best-Initial tree on the test set is significantly
worse than the accuracy of the other four approaches.

Again, this is explained by the fact that the ten ini-
tial subsets in Experiment 3 are not a simple random
sample from the Whole-Training set (unlike Experi-
ments 1 and 2), but are chosen in order to create a first
generation of trees that is of exceptionally low qual-
ity. Aggregating these low-quality subsets increases
their information content and, consequently, enhances
the quality of the resulting Whole-Training tree. As a
benchmark, for Experiment 3, we calculated the clas-
sification accuracy on the test set produced by Logis-
tic Regression. As compared to the other accuracies
reported in Table 1, we see that the classification accu-
racies on the test set generated by Logistic Regres-
sion for all three experiments are roughly the same as
those generated by Whole-Training.
Across all experiment/scoring-size combinations,

we observe that the classification accuracies of GAIT-
w/o-FC and GAIT-w-FC are significantly higher than
the classification accuracy of Logistic Regression. For
example, in the case where the size of the scoring set
is 500, the percentage improvements in accuracy of
GAIT-w-FC over that of Logistic Regression are 4.49,
5.96, and 7.73 in Experiments 1, 2, and 3, respectively.
We also see that both GAIT procedures improve

upon each of the non-GAIT approaches with respect
to accuracy. Let us focus on GAIT-w-FC. Since the
advantage of GAIT-w-FC in accuracy over Logistic
Regression, Whole-Training, and Best-Initial increases
as we move from Experiment 1 to Experiment 2 to
Experiment 3, we draw several inferences. First, since
the improvement by GAIT-w-FC is stronger when the
size of the first generation is smaller, we conclude that
it is more advantageous to use GAIT-w-FC when one
is restricted in the number of subset trees that can
be constructed. Second, since the percent improve-
ment by GAIT-w-FC is larger in Experiment 3 than
in Experiment 2, we conclude that it is more advan-
tageous to use GAIT-w-FC when the quality of the
first generation of trees is especially suspect. Third,
the accuracies of Logistic Regression, Whole-Training,
and Best-Initial vary widely across the three exper-
iments. The GAIT-w-FC results are more consistent.
From this, we conclude that, regardless of the num-
ber of first-generation trees formed and regardless of
the quality of the first-generation trees, GAIT-w-FC
(in sharp contrast to the non-GAIT approaches) has
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the useful property of reliably producing uniformly
high-quality trees. We again note that Logistic Regres-
sion generated classification accuracies comparable to
Whole-Training on the test set for all three experi-
ments.
We notice that aggregating the initial generation of

trees (Aggregate-Initial) produces a significant gain
in accuracy over Logistic Regression, Whole-Training,
and Best-Initial. However, we can improve upon
Aggregate-Initial by employing GAIT, with or with-
out the feasibility check.
In order to test whether all these improvements

in accuracy are statistically significant, we conducted
paired-difference t-tests across each pair of methods.
In Table 3, we show the p-values for the various pair-
wise t-tests for Experiment 1, scoring size = 1,000. For
each cell in this table, the alternative hypothesis is
that the mean accuracy of the row method is greater
than the mean accuracy of the column method. We
found that the two GAIT methods are indeed sig-
nificantly better than the non-GAIT methods. Similar
p-value tables were obtained for other settings of the
scoring size and for Experiments 2 and 3.
We notice that, in the three experiments, all clas-

sifiers, except the Whole-Training tree, are obtained
from the training and scoring data sets and are then
evaluated on the test set. The Whole-Training tree
is obtained from the training set without use of the
scoring set. This suggests the following question: If
both the training set and the scoring set data are
fed to Whole-Training, would the resulting tree out-
perform the GAIT-w-FC tree? We try to answer this
question by referring to Experiment 1. New Whole-
Training trees are generated from training sets of
3,500, 4,000, and 4,500 data points. When we com-

Table 3 Marketing Data: p-Values for Experiment 1

GAIT-w-FC GAIT-w/o-FC Aggregate-Initial Whole-Training Logistic Regression Best-Initial

GAIT-w-FC 0.0000 0.0000 0.0000 0.0000 0.0000
GAIT-w/o-FC 0.0000 0.0000 0.0000 0.0000
Aggregate-Initial 0.0000 0.0000 0.0000
Whole-Training 0.0038
Logistic Regression 0.0292 0.0001
Best-Initial

Note. Scoring size = 1,000: p-value for testing improvement of row method over column method.

pare the new Whole-Training trees and the GAIT-
w-FC trees with respect to classification accuracy on
the test set, we obtain accuracies of 0.7710 vs. 0.7903
(for size = 500), 0.7750 vs. 0.7910 (for size = 1,000), and
0.7720 vs. 0.7898 (for size = 1,500). From this exper-
iment, we conclude that, even if one generates the
decision tree using all the available data points, GAIT-
w-FC still outperforms Whole-Training.

3.3. Second Data Set
A second data set, called adult, was obtained from
the UCI Machine Learning Repository (see Blake and
Merz 1998). This data set consists of observations on
48,842 adult individuals along 14 demographic vari-
ables. The objective is to predict one of two income
categories for an individual based on the given demo-
graphic variables. The two income categories are low
(for individuals earning less than $50,000) and high
(for individuals earning greater than $50,000). The
proportion of the majority class (low income) in the
data set is 75.22%. As in the marketing data set, clas-
sification errors for each class are treated equally and
the primary performance measure is the overall clas-
sification accuracy.
We conducted the same set of experiments on this

data set as those described in the previous section on
the marketing data set. The training, scoring, and test
set sizes are the same as before. For this data set, the
overall accuracies are reported in Table 4 and the com-
puting times in Table 5. Analogous to Table 3, Table 6
shows the p-values for pairwise testing of improve-
ments in accuracy. We find that the results on the
adult data set are almost identical to those observed
on the marketing data set.
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Table 4 Classification Accuracy on the Test Set for Adult Data

Size Method Experiment 1 Experiment 2 Experiment 3

Logistic Regression 0.7899 (0.0053) 0.7773 (0.0072) 0.7514 (0.0050)
Whole-Training 0.7945 (0.0068) 0.7805 (0.0058) 0.7493 (0.0069)

500 Best-Initial 0.7907 (0.0129) 0.7767 (0.0103) 0.7273 (0.0130)
Aggregate-Initial 0.8225 (0.0025) 0.8019 (0.0032) 0.7873 (0.0025)
GAIT-w/o-FC 0.8270 (0.0063) 0.8063 (0.0056) 0.7996 (0.0057)
GAIT-w-FC 0.8349 (0.0074) 0.8245 (0.0060) 0.8128 (0.0060)

Logistic Regression 0.7928 (0.0063) 0.7789 (0.0030) 0.7514 (0.0072)
Whole-Training 0.7937 (0.0048) 0.7808 (0.0043) 0.7534 (0.0055)

1000 Best-Initial 0.7910 (0.0134) 0.7754 (0.0095) 0.7296 (0.0110)
Aggregate-Initial 0.8240 (0.0031) 0.8032 (0.0025) 0.7869 (0.0028)
GAIT-w/o-FC 0.8244 (0.0054) 0.8052 (0.0051) 0.7971 (0.0035)
GAIT-w-FC 0.8344 (0.0065) 0.8310 (0.0062) 0.8200 (0.0056)

Logistic Regression 0.7923 (0.0050) 0.7770 (0.0068) 0.7512 (0.0034)
Whole-Training 0.8328 (0.0055) 0.7788 (0.0047) 0.7529 (0.0061)

1500 Best-Initial 0.7946 (0.0077) 0.7755 (0.0128) 0.7306 (0.0132)
Aggregate-Initial 0.8374 (0.0014) 0.8091 (0.0028) 0.7904 (0.0030)
GAIT-w/o-FC 0.8389 (0.0006) 0.8169 (0.0046) 0.7931 (0.0055)
GAIT-w-FC 0.8398 (0.0004) 0.8277 (0.0063) 0.8168 (0.0052)

Note. Average accuracy from ten replications: number in parentheses is the standard error. The left-most column gives the size of the scoring set.

Table 5 Computing Time (in Seconds) for Training and Scoring for Adult Data

Size Method Experiment 1 Experiment 2 Experiment 3

Logistic Regression 1.04 (0.0380) 0.63 (0.0146) 0.66 (0.0145)
Whole-Training 2.27 (0.0700) 1.32 (0.0543) 1.40 (0.0625)

500 Best-Initial 1.30 (0.0156) 0.55 (0.0163) 0.58 (0.0158)
Aggregate-Initial 2.70 (0.0040) 1.43 (0.0031) 1.39 (0.0036)
GAIT-w/o-FC 17.82 (0.0478) 8.40 (0.0262) 7.88 (0.0280)
GAIT-w-FC 17.80 (0.0436) 8.75 (0.0242) 8.64 (0.0240)

Logistic Regression 0.99 (0.0402) 0.58 (0.0179) 0.61 (0.0150)
Whole-Training 2.18 (0.0985) 1.30 (0.0299) 1.34 (0.0610)

1000 Best-Initial 1.69 (0.0166) 0.59 (0.0117) 0.63 (0.0140)
Aggregate-Initial 2.56 (0.0067) 1.19 (0.0049) 1.33 (0.0040)
GAIT-w/o-FC 33.00 (0.0480) 15.02 (0.0423) 14.80 (0.0283)
GAIT-w-FC 32.60 (0.0467) 15.38 (0.0368) 14.54 (0.0300)

Logistic Regression 1.45 (0.0438) 0.64 (0.0120) 0.57 (0.0286)
Whole-Training 3.01 (0.0130) 1.48 (0.0323) 1.35 (0.0600)

1500 Best-Initial 1.64 (0.1022) 0.66 (0.0120) 0.63 (0.0115)
Aggregate-Initial 2.73 (0.0025) 1.40 (0.0039) 1.35 (0.0039)
GAIT-w/o-FC 39.30 (0.0497) 19.61 (0.0525) 17.36 (0.0363)
GAIT-w-FC 41.36 (0.0560) 21.59 (0.0570) 20.40 (0.0520)

Note. Average time from ten replications: number in parentheses is the standard error. The left-most column gives the size of the scoring set.
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Table 6 Adult Data: p-Values Experiment 1

GAIT-w-FC GAIT-w/o-FC Aggregate-Initial Whole-Training Logistic Regression Best-Initial

GAIT-w-FC 0.0000 0.0000 0.0000 0.0000 0.0000
GAIT-w/o-FC 0.3893 0.0000 0.0000 0.0000
Aggregate-Initial 0.0000 0.0000 0.0000
Whole-Training 0.2231
Logistic Regression 0.2624 0.2763
Best-Initial

Note. Scoring size = 1,000: p-value for testing improvement of row method over column method.

4. Scalability Experiments with
GAIT

In this section, we increase the size of the training set
and the size of the scoring set for each of five algo-
rithms in order to investigate the scalability of GAIT.
As before, all accuracy measures are obtained from
the test set, which is not accessible in the development
of any of the classifiers.

4.1. Experimental Design
In the scaling experiments, we use the marketing data
set of approximately 440,000 data points. From the
original data set of 440,000 points, we randomly select
4,000 points and set them aside to form a test set. We
then generate a series of training/scoring-size combi-
nations to test the scalability of GAIT. Specifically, we
split the original data set into a training set of 310,000
points and a scoring set of 124,000 (this is approx-
imately 99% of the data). This training/scoring-size
combination (310,000/124,000) is the largest combina-
tion used in our experiments to test GAIT’s scalability.
In Table 7, we show the training/scoring- size combi-
nations in this as well as the other experiments, and
the corresponding percentages of the original data

Table 7 The Training/Scoring Set Combinations and Corresponding
Percentages of the Data in Scaling Experiments

Size

Percent (%) Training Set Scoring Set

99 310,000 124,000
72 240,000 96,000
51 160,000 64,000
25 80,000 32,000
3 10,000 4,000
1 3,000 1,500

set. For each of the training/scoring-size combina-
tions (x/y	 shown in Table 7, we select a simple ran-
dom sample (without replacement) of x points from
the original data (excluding test data) to serve as a
training set. An additional y points are selected from
the remaining data points to serve as the scoring set.
For each scaling experiment on each

training/scoring-size combination, we record classi-
fication accuracy on the test set and computing time
on the training and scoring sets. We also include
results from Logistic Regression for benchmarking
purposes. We define Best-Initial as the best tree (as
measured by its classification accuracy on the scoring
set) in the first generation of each experiment. We
also obtain performance measures for the best trees
generated by GAIT-w-FC and GAIT-w/o-FC. With
respect to Whole-Training, we again use the training
set and scoring set data as input and compute the
accuracy on the test set. Each experiment is replicated
ten times and the mean and standard error of each
performance measure are computed on the test set of
4,000 points.

4.2. Computational Results and Analysis
The average results for classification accuracy and
computing time based on ten replications are given in
Table 8 and Table 9, respectively.
In Table 8, we see that the average accuracy of each

algorithm always increases as the size of the training
set and the size of the scoring set are increased. We
see that, in terms of classification accuracy, the Best-
Initial tree performs worst on all training/scoring-size
combinations. It appears that Best-Initial can build a
good tree, but the generated tree fails to generalize
well on the test set. In Table 8, we also notice that,
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Table 8 Classification Accuracy on the Test Set for Five Training/Scoring-Size Combinations

Training Scoring % Training Scoring % Training Scoring % Training Scoring % Training Scoring %

10,000 4,000 3 80,000 32,000 25 160,000 64,000 51 240,000 96,000 72 310,000 124,000 99

Standard Standard Standard Standard Standard
Method Accuracy Error Accuracy Error Accuracy Error Accuracy Error Accuracy Error

Logistic Regression 0.7610 0.0009 0.7709 0.0010 0.7790 0.0009 0.7811 0.0008 0.7825 0.0009
Whole-Training 0.7642 0.0013 0.7765 0.0006 0.7832 0.0008 0.7843 0.0009 0.7856 0.0008
Best-Initial 0.7555 0.0015 0.7632 0.0016 0.7708 0.0011 0.7755 0.0013 0.7766 0.0013
GAIT-w/o-FC 0.7953 0.0012 0.8070 0.0012 0.8085 0.0010 0.8096 0.0010 0.8102 0.0010
GAIT-w-FC 0.7987 0.0011 0.8104 0.0009 0.8124 0.0010 0.8133 0.0011 0.8139 0.0009

Note. Average accuracy for ten replications.

on all training/scoring-size combinations, the classi-
fication accuracy of Logistic Regression falls between
that of Best-Initial and Whole-Training, while GAIT-
w/o-FC and GAIT-w-FC have the best average classi-
fication accuracies. For each of the five algorithms, we
conducted paired-difference t-tests (with respect to
accuracy) at different percentages of the data. The p-
values of the paired-difference t-tests indicate that for
any specific percentage of the data, GAIT-w-FC out-
performs GAIT-w/o-FC, GAIT-w/o-FC outperforms
Whole-Training, and Logistic Regression outperforms
Best-Initial. All of these improvements are statistically
significant at the 1% level. Whole-Training outper-
forms Logistic Regression at the 5% level of signifi-
cance.
In Table 9, we see that the computing time increases

when the data size increases for all five algorithms.
Except for the smallest combination, GAIT-w-FC,

Table 9 Computing Time (in Minutes) for Five Training/Scoring-Size Combinations

Training Scoring % Training Scoring % Training Scoring % Training Scoring % Training Scoring %

10,000 4,000 3 80,000 32,000 25 160,000 64,000 51 240,000 96,000 72 310,000 124,000 99

Standard Standard Standard Standard Standard
Method Time Error Time Error Time Error Time Error Time Error

Logistic Regression 0.52 0.0108 3.55 0.0507 6.03 0.0617 14.79 0.0845 25.89 0.0588
Whole-Training 0.42 0.0104 23.62 0.1137 71.43 0.2879 137.29 0.6485 358.15 0.6184
Best-Initial 1.81 0.0940 16.76 0.2441 28.48 0.2251 45.77 0.2673 56.46 0.2739
GAIT-w/o-FC 10.38 0.1238 71.07 0.3855 162.58 0.7074 261.00 1.0609 348.72 1.1860
GAIT-w-FC 10.82 0.1026 74.53 0.2695 170.83 0.5135 275.92 1.0873 371.38 1.1035

Note. Average time for ten replications.

GAIT-w/o-FC, and Whole-Training take more com-
puting time than Logistic Regression and Best-Initial.
In Figure 9, we plot the classification accu-

racy of each algorithm against the size of the
training/scoring-size combination as a percentage of
the size of the data. In Figure 9, we see that GAIT-
w-FC and GAIT-w/o-FC outperform Whole-Training,
Logistic Regression, and Best-Initial at each of the
six percentages. For GAIT-w-FC and GAIT-w/o-FC,
the classification accuracy jumps dramatically when
the training/scoring size increases from 1% to 3% to
25%, and then levels off. The difference in classifi-
cation accuracy between GAIT-w-FC and GAIT-w/o-
FC is small at 1%, and becomes larger when the size
increases from 1% to 3% to 25%, and then levels off.
In Figure 9, we see that when the size of the train-
ing/scoring set is less than a certain percentage of
the data, e.g., 25%, an increase of the data size can
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Figure 9 Classification Accuracy Against Training/Scoring Set Size
Note. Results are on the test set.

improve the classification accuracy significantly; how-
ever, once the size is large enough, a further increase
in size does not significantly improve the accuracy.
In Figure 9, we also see that each of the accura-

cies of Whole-Training, Logistic Regression, and Best-
Initial are lower than those of GAIT-w-FC and GAIT-
w/o-FC at any sampling percentage. The accuracy of
each method increases dramatically when the data
size increases from 1% to 3%, and then the accuracy
improves steadily from 3% to 25% to 51% (to 72% for
Best-Initial).
Next, we conduct independent sample t-tests on

each of the algorithms. The p-values of independent
sample t-tests are given in Table 10. In Table 10,
we see that the accuracy improvements for Logis-
tic Regression, Whole-Training, and Best-Initial at 3%
over 1%, 25% over 3%, and 51% over 25% of the

Table 10 The p-Values for Independent Sample t-Tests of Accuracy Improvement for Different Percentages of the Total Data Size

Method 3% over 1% 25% over 3% 51% over 25% 72% over 51% 99% over 72%

Logistic Regression 0.0000 0.0000 0.0000 0.0529 0.1360
Whole-Training 0.0000 0.0000 0.0000 0.1894 0.1491
Best-Initial 0.0001 0.0011 0.0005 0.0062 0.2755
GAIT-w/o-FC 0.0000 0.0000 0.1809 0.2214 0.3329
GAIT-w-FC 0.0000 0.0000 0.0819 0.2750 0.3386

Note. Statistically significant improvements (at the 1% level) are indicated in boldface type.

data are statistically significant. The improvements for
GAIT-w-FC and GAIT-w/o-FC are statistically signif-
icant at 3% over 1% and 25% over 3% of the data.
When the size of the training set and scoring set taken
together is relatively small, say 3% of the total data
size, an increase in the size of the training/scoring set
can significantly increase the classification accuracy
on the test set; however, once the size of the train-
ing/scoring set is large enough, say 50%, a further
increase in size cannot significantly increase the accu-
racy.
In Figure 10, we show the computing times for the

five methods. For the most part, we see that Logistic
Regression and Best-Initial take the least amount of
computing time in training and scoring. GAIT-w-FC
and GAIT-w/o-FC take roughly the same computing
time; however, as the size of the training/scoring set
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Figure 10 Computing Time (in Minutes) for Training and Scoring on Different Percentages of the Data

increases, GAIT-w-FC tends to take slightly more time
than GAIT-w/o-FC. The computing time of Whole-
Training is in the same range as the computing times
of Best-Initial and Logistic Regression when the size
of the training/scoring set is small (1%, 3%, 25%, and
even 51%), but its computing time increases greatly
thereafter. For example, when 99% of the total data
set is used, Whole-Training takes more time than even
GAIT-w/o-FC.
We make several observations from these experi-

ments. First, GAIT-w-FC and GAIT-w/o-FC generate
much more accurate trees than Logistic Regression,
Best-Initial, and Whole-Training, and their comput-
ing times increase linearly as the size of the train-
ing/scoring set increases. More importantly, although
GAIT-w-FC and GAIT-w/o-FC require more comput-
ing time than the other three methods, for the most
part, both methods generate much more accurate
decision trees using only a small percentage of the
data. It is important to point out that GAIT-w-FC and
GAIT-w/o-FC (using only 3% of the data) outperform
Logistic Regression, Best-Initial, and Whole-Training
(using 99% of the data) and both methods take less
computing time. In summary, GAIT-w-FC and GAIT-
w/o-FC are quick to find much better solutions than
those found by Logistic Regression, Best-Initial, and
Whole-Training.

Based on the computing time results in Figure 10
(also in Tables 2 and 5), we see that GAIT-w-FC and
GAIT-w/o-FC take more computing time than the
other methods when the size of the training/scoring
set is small. We attribute this to the fact that the evo-
lution process in GAIT takes a substantial proportion
of its total computing time. As the size of the train-
ing/scoring set increases, the amount of time to con-
struct a decision tree (by Whole-Training) increases
significantly (see Figure 10). In contrast, GAIT handles
a larger data set by splitting it into many small-size
subsets (the diversity found in the overall data set is
inherited by the smaller subsets). Smaller and sim-
pler trees are then constructed on these subsets and
the genetic operations of GAIT are more efficient and
less time consuming using these trees. Thus, GAIT
achieves its efficiency by using smaller size trees in
its evolution process.

5. Conclusions
In building decision trees for very large data sets, it
is quite natural to estimate the parameters of the tree
from a sample of data points. However, the quality
of the resulting decision tree is then subject to the
errors that accompany all sampling-based procedures.
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In order to avoid poor-quality decision trees, we pro-
pose a method that improves upon the sampled trees
and uniformly raises their quality. Our method uses a
genetic algorithm to monotonically increase the clas-
sification accuracy (with respect to the scoring set) at
each generation of decision trees. All resulting trees
are evaluated using the same test set. Our computa-
tional experiments on two data sets demonstrate the
robustness of the resulting decision tree with respect
to the quality as well as the quantity of the initial
samples. In addition, we demonstrate that the genetic
algorithm outperforms the common-sense approach
of building a single decision tree using all the avail-
able data. With respect to scalability, we have demon-
strated that GAIT-w-FC and GAIT-w/o-FC can be
used effectively on very large data sets. The key to
the success of our approach seems to be the combined
use of sampling, genetic algorithms, and C4.5, which
is a very fast decision-tree package.
Our work can be extended in several ways. First,

we would like to extend the fitness function that is
used in our genetic algorithm to evaluate a given deci-
sion tree. In the current study, we use the overall clas-
sification accuracy as the sole criterion for assessing
the quality of a decision tree. The fitness function of a
tree can be modified to account for the consistency of
classification accuracy, as well as the simplicity of the
classification rules (e.g., as measured by the depth of
the decision tree), in addition to the overall classifi-
cation accuracy. We hope to explore this extension in
future work. Second, we expect to apply our genetic
algorithm-based methods to a variety of new data
sets. Third, we envision aggregating the final gener-
ation of trees to improve classification accuracy fur-
ther; preliminary results indicate that some marginal
improvement may be obtained. Fourth, we might
develop and apply more sophisticated crossover and
mutation operations, which would replace those men-
tioned in Section 2.
As noted in Section 1, an adaptive resampling

method like GLOWER could also be used. The advan-
tage of such a rule-based approach is that, when prop-
erly implemented, it can be extremely thorough in
searching the space of rules, especially if the data suf-
fer from weak structure and nonlinearities. The disad-
vantage is that this thoroughness is computationally

intensive and, consequently, requires extensive run-
ning times. In our approach, we forsake the thorough-
ness of the search for rules by starting with quickly
generated decision trees (from C4.5). We show that
by evolving such complete trees, we can significantly
improve their accuracy. It remains for future work
to compare comprehensively the tree-based search
that we advocate here with the rule-based (or query-
based) adaptive resampling approaches.
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