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Abstract

Insufficient available memory in an application-specific embedded system is a critical problem affecting

the reliability and performance of the device. A novel solution for dealing with this issue is to compress

blocks of memory that are infrequently accessed when the system runs out of memory, and to decompress

the memory when it is needed again, thus freeing memory that can be reallocated. In order to determine

an appropriate compression technique for this purpose, a variety of compression algorithms were studied,

several of which were then implemented and evaluated based both on efficiency in speed and compression

ability of actual program data

1 Motivation and Goals

The purpose of this project is to determine an appropriate compression algorithm for the compression and

decompression of live program data located in DRAM. The goals of implementing such a compression scheme

are to decrease the memory footprint of a running program and, in doing so, increase program reliability

by avoiding problems associated with insufficient memory. In the context of embedded systems, this implies

compressing data that will not be used for some undecided amount of time. Specifically, blocks of memory

64 bytes to 1024 bytes in length associated with the global variables segment and stack that have not be

accessed in a while will be compressed.

There are several desired characteristics that a program data compressor must have in order to perform

effectively. These include the ability to sufficiently compress program data, low persistent memory overhead,

and a high speed of compression and decompression. The measurement of these characteristics is essential

in choosing the most appropriate compression algorithm for this application.
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Algorithm Type Time Complexity Compression Persistent Mem.
Huffman Statistical N [n + log (2n− 1)] + Sn Average None

Arithmetic Statistical N [log (n) + a] + Sn Average None
PPM Statistical context dependent Good None
CTW Statistical context dependent Good None
LZO Dictionary approx. N(d) Good None

WKdm Hybrid approx. N(d) Good None
WKS Hybrid approx. N(d) Good None

Table 1: Summary of Compression Algorithms

2 Algorithm Investigation

There are two main categories of data compression techniques: those imploring statistical models, and those

that require the use of a dictionary. Both types of techniques are widely used, but dictionary-based compres-

sion schemes tend to be used more for archiving applications (sometimes in conjunction with other methods),

while real-time situations typically require statistical compression schemes. This is because dictionary-based

algorithms tend to have slow compression speeds and fast decompression speeds while statistical algorithms

tend to be equally fast during compression and decompression.

For this project, program data compression is to be performed in real time, but because each block

of memory that is compressed will eventually be decompressed, the combined speed of compression and

decompression is more important than the speed of either one. Therefore, statistical algorithms, dictionary-

based algorithms, as well as combinations of the two were investigated.

The following compression algorithms represent the most widely-used and applicable schemes. For a

more detailed explanation of the algorithms, consider reading a book [4] summarizing the principles of each.

Table 1 summarizes important information regarding the expected performance of each algorithm. Using

the information summarized in Table 1, a few of the algorithms were selected for further investigation and

testing.

2.1 Statistical Methods

Statical compression schemes determine the output based on the probability of occurrence of the input

symbols and are typically used in real-time applications. Because the algorithms tend to be symmetric (the

decoder mirrors the steps of the encoder), compression and decompression usually require the same amount

of time to complete.
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2.1.1 Huffman Coding

Huffman Coding [2] is perhaps the most common and widely-used statistical compression technique. Dur-

ing the encoding process, this method builds a list of all the input symbols, sorting them based on their

probabilities. The algorithm then constructs a tree, with a symbol at every leaf, and traverses the tree to

determine the codes for each symbol. Commonly occurring symbols have shorter codes. Decoding is simply

the reverse: the code is used to traverse the tree until the symbol is determined.

The time complexity of an adaptive implementation [1, 5] of Huffman encoding is linear: N [n+log (2n− 1)]+

Sn where N is the total number of input symbols, n is the current number of unique symbols, and S is the

time required, if necessary, to rebalance the tree.

2.1.2 Arithmetic Coding

Practical implementations of arithmetic Coding [8] are very similar to Huffman coding, although it surpasses

the Huffman technique in its compression ability. The Huffman method assigns an integral number of bits

to each symbol, while arithmetic coding assigns one long code to the entire input string. For example, a

symbol with probability 0.4 should ideally be assigned a 1.32 bit code, but would be coded as 2 bits using

the Huffman method. It is for this reason that arithmetic coding has the potential to compress data to its

theoretical limit.

Arithmetic coding combines a statistical model with an encoding step, which consists of a few arithmetic

operations. The most basic statistical model would have a linear time complexity of N [log (n) + a] + Sn

where N is the total number of input symbols, n is the current number of unique symbols, a is the arithmetic

to be performed, and S is the time required, if necessary, to maintain internal data structures.

2.1.3 PPM

Prediction with Partial string Matching (PPM) [3] is a very sophisticated context-based statistical model

used with arithmetic coders. The idea is to assign a probability to a symbol depending not only on its

frequency of occurrence but also the way in which it occurred. PPM attempts to match the highest order

context to the current symbol. If a match is not found, the algorithm searches for a lower order context.

Searching the previous contexts can become expensive, especially if the input is very unorganized. The time

complexity depends on how many contexts the algorithm has to search through.
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2.1.4 CTW

Like other statistical models, Context-Tree Weighting (CTW) [6] is a method for predicting the probability

of occurrence of the next input symbol. The algorithm examines a given input string and the d bits that

precede it, known as the context. A tree is constructed of depth d where each node corresponds to a substring

of the context. The next bit of the input string is then examined, and the tree is updated to contain the

new substring and used to predict the probability of a given context. This information is then used by an

arithmetic encoder to compress the data. CTW, like PPM is able to achieve high compression ratios, but

the time complexity depends on how many contexts the algorithm has to search through.

2.2 Dictionary Methods

Dictionary compression schemes do not use a predictive statistical model to determine the probability of oc-

currence of a particular symbol, but they store strings of previously input symbols in a dictionary. Dictionary-

based compression techniques are typically used in archiving applications such as compress and gzip because

the decoding process tends to be faster than encoding.

2.2.1 Lempel-Ziv

Lempel-Ziv (LZ) coding, or one of its many variations, is probably the most popular compression method

used in archiving applications. The most common variation, LZ77 or Sliding Window compression [9], makes

use of a sliding window consisting of a search buffer, or dictionary, and a look-ahead buffer. A string of

symbols is read from the look-ahead buffer, and matched with the same string in the search buffer. If a

match is found, an index to the location in the dictionary of the string is written to the output stream. The

encoder selects the longest match that is available in the search buffer.

Since LZ compression methods require time to search the dictionary, compression is usually much more

expensive than decompression. Many compression techniques have their roots in LZ77 and its successor,

LZ78 [10] A modern implementation of Lempel-Ziv compression, LZO, has a linear time complexity of

approximately N(d) where N is the total number of input symbols, and d is the size of dictionary.

2.3 Hybrid Methods

Hybrid compression methods share characteristics with both statistical and dictionary-based compression

techniques. These algorithms usually involve a dictionary scheme in a situation where simplifying assump-

tions can be made about the input data.

4



2.3.1 WKdm

WK compression algorithms [7] are a unique combination of dictionary and statistical techniques specifically

designed to quickly and efficiently compress program data. To detect and exploit data regularities, the

encoder maintains a dictionary of only 16 words and compresses each input word based on four conditions:

whether the input word is a zero, a word that exactly matches a word in the dictionary, a word that only

partially matches a word in the dictionary (the low bits match and the high bits do not), or a word that

doesn’t match a word in the dictionary. The time complexity of this scheme is similar to LZO but with a

much smaller dictionary size.

2.3.2 WKS

WKS is a modified version of WKdm. This form of the algorithm requires much less memory overhead and

prevents the output from expanding given incompressible input data. It also loosens the requirement for a

word to be considered a partial match, and supports in-place compression and decompression without having

to copy data to an intermediate buffer.

3 Testing Process

The main goal of data compression is to maximize compression ability while minimizing compression time.

Therefore, the metrics used to evaluate each algorithm were its compression ability, compression time, and

decompression time. Because of the expected performances determined in the preliminary investigation,

LZO, WKdm, and WKS were chosen to be tested.

Since the compression algorithms are intended to be used to compress program data, it is essential to

test them using program data that will be similar to their targeted input. Therefore, each of the three

algorithms selected for further investigation was tested with two applications: ngspice, a circuit simulator,

and gnuplot, a plotting utility. These particular applications were selected as benchmarks because of their

use in a similar study [7] testing compression algorithms.

For each application, code was added to compress and decompress the global variables segment and the

stack. The compression of the globals took place on exit of the program, and compression of the stack

took place when the program was sufficiently deep in the call graph. To test the algorithms’ performance,

compression was done using different size blocks ranging from 64 bytes to the maximum amount of memory

in the particular segment. For example, the entire global variables segment was divided into blocks of size 64

bytes, each of these was compressed and decompressed, and the compression results and times were averaged
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Algorithm Compression Compression Speed Decompression Speed
(% freed) (clock cycles/word) (clock cycles/word)

LZO 57.821 69.802 24.183
WKdm 57.530 33.310 23.722
WKS 60.095 43.913 43.952

Table 2: Average Results of Tested Algorithms

together. The same was done for blocks of 128 bytes, 256 bytes, and so on. The plots in the Appendix show

the results of testing LZO, WKdm, and WKS.

4 Results

From analyzing the plots in the Appendix, it seems that WKS and WKdm achieve the highest performance

in comparison with LZO. WKS tends to compress the best for small block sizes while LZO tends to compress

the most for very large block sizes. The intended program data that the selected algorithm will compress will

most likely be in small block sizes, so either WKS or WKdm will work sufficiently well. WKdm compresses

and decompresses extremely fast, outperforming the other two algorithms in both respects. LZO, however,

achieves very comparable decompression speeds, but is slower during compression, and, more importantly,

the sum of its compression and decompression speeds is less than the other two. WKS is nearly as fast as

WKdm in both compression and decompression.

The performance gap between WKS and WKdm can be easily explained. Since WKS does not use an

intermediate buffer to store data for in-place compression and decompression, it work is more tedious and

requires more clock cycles. WKdm also supports in-place compression and decompression but requires large

buffers, and LZO only has partial support for in-place compression. Its compression ability was increased

for smaller block sizes by decreasing the number of low bits the algorithm considered to be a partial match.

From this information, it would be reasonable to select either WKdm or WKS as a preferred program

data compressor because of their excellent compression ability and speed. A summary of the information

gathered from the plots is shown in Table 2.

5 Infrastructure

All files relevant project files are currently located at /home/Mathew/merit/ on piaz. The structure of the

merit/ directory is as follows:

merit/
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• algorithms/ contains gzipped source files for each algorithm that was tested as well as additional

compression algorithms that were not tested, including arithmetic, Huffman, CTW, LZO, WKdm,

and WKS. This directory also contains a README file explaining which compression algorithms were

tested.

• benchmarks/ contains gzipped source files for the two applications, gnuplot and ngspice, used to

test the compression algorithms. The source files in this directory are the modified versions of the

applications used to gather compression information and are not intended for normal use. This directory

also contains a README file describing the modifications.

• results/

– gnuplot/ contains all of the information gathered for gnuplot when compressing and decom-

pressing the global segment and stack using the LZO, WKdm, and WKS.

∗ plots/ contains all the plots associated with the compression and decompression information

gathered for gnuplot.

– ngspice/ contains all of the information gathered for ngspice when compressing and decom-

pressing the global segment and stack using the LZO, WKdm, and WKS.

∗ plots/ contains all the plots associated with the compression and decompression information

gathered for ngspice.

• doc/

– background/ contains the initial report on different compression algorithms and its associated

source files.

– report/ contains this final report on the entire MERIT project and its associated source files.
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Figure 1: Compression of ngspice Global Segment
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Figure 2: Compression of ngspice Stack
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Figure 3: Compression Time of ngspice Global Segment
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Figure 4: Compression Time of ngspice Stack
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Figure 5: Decompression Time of ngspice Global Segment
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Figure 6: Decompression Time of ngspice Stack
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Figure 7: Compression of gnuplot Global Segment
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Figure 8: Compression of gnuplot Stack
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Figure 9: Compression Time of gnuplot Global Segment
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Figure 10: Compression Time of gnuplot Stack
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Figure 11: Decompression Time of gnuplot Global Segment
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Figure 12: Decompression Time of gnuplot Stack
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